SAARLAND UNIVERSITY

Faculty of Mathematics and Computer Science
Department of Computer Science
MASTER THESIS

Beyond Heatmaps: A Visual
Concept-Based Explainable Model via
Graph Attention Networks

submitted by
Anar Amirli
Saarbriicken
September 2025




Advisor:

Md Abdul Kadir

German Research Center for Artificial Intelligence (DFKI)
Saarland Informatics Campus

Saarbriicken, Germany

Reviewers:

Prof. Dr. Daniel Sonntag

German Research Center for Artificial Intelligence (DFKI)
Saarland Informatics Campus

Saarbriicken, Germany

Prof. Dr. Antonio Kriiger

German Research Center for Artificial Intelligence (DFKI)
Saarland Informatics Campus

Saarbriicken, Germany

Saarland University

Faculty MI — Mathematics and Computer Science
Department of Computer Science

Campus - Building E1.1

66123 Saarbriicken

Germany



Declarations

Option 2: Kl-basierte Sprachmodelle werden als Hilfsmittel zugelassen, die
Verwendung wird kenntlich gemacht und dokumentiert Al-based language models
are permitted as tools, but their use must be disclosed and documented

Erklarung Statement

Hiermit erklare ich, dass ich die vorliegende Arbeit selbststandig und ohne die Beteiligung dritter
Personen verfasst habe, und dass ich keine anderen als die angegebenen Quellen und Hilfsmittel
benutzt habe. Alle Stellen der Arbeit, die wortlich oder sinngemaR aus Veréffentlichungen oder aus
anderweitigen fremden AuRerungen entnommen wurden, sind als solche kenntlich gemacht.
Insbesondere bestatige ich hiermit, dass ich alle mittels kinstlicher Intelligenz betriebenen Software
(z. B. ChatGPT) generierten und/oder bearbeiteten Teile der Arbeit kenntlich gemacht und als
Hilfsmittel angegeben habe. Ich erklare mich damit einverstanden, dass die Arbeit mittels eines
Plagiatsprogrammes auf die Nutzung einer solchen Software tiberprift wird. Mir ist bewusst, dass der
VerstoB gegen diese Versicherung zum Nichtbestehen der Prifung bis hin zum Verlust des
Prufungsanspruchs fihren kann.

| hereby declare that | have written this thesis independently and without the involvement of third
parties, and that | have used no sources or aids other than those indicated. All passages taken directly
or indirectly from publications or other external sources have been identified as such. In particular, |
confirm that | have disclosed and documented all parts of the thesis that were generated and/or edited
using Al-based software (e.g., ChatGPT), in accordance with the documentation requirements. | agree
that the thesis may be checked using plagiarism detection software, including checks for the use of
such software. | am aware that any violation of this declaration may result in failing the examination
and lead to losing the right to be examined.

Saarbriicken,

(Datum Date) (Unterschrift Signature)

Einverstdndniserkldrung (optional) Declaration of Consent (optional)

Ich bin damit einverstanden, dass meine (bestandene) Arbeit in beiden Versionen in
die Bibliothek der Informatik aufgenommen und damit veroffentlicht wird.

| agree to make both versions of my thesis (with a passing grade) accessible to the
public by having them added to the library of the Computer Science Department.

Saarbriicken,

(Datum Date) (Unterschrift Signature)



Erkldrung

Ich erklare hiermit, dass die vorliegende Arbeit mit der elektronischen
Version Ubereinstimmt.

Statement

| hereby confirm the congruence of the contents of the printed data and
the electronic version of the thesis.

Saarbriicken,------------------------
(Datum/Date) (Unterschrift / Signature)



Acknowledgements

I would like to express my sincere gratitude to my advisor, Md Abdul Kadir, for his
invaluable guidance and constructive feedback throughout our extensive discussions,
as well as for his patience over the course of this lengthy undertaking. His support was
instrumental in shaping this research and bringing the thesis to completion.

I also extend my deepest appreciation to Prof. Daniel Sonntag for giving me the op-
portunity to join his research group. His work on explainable artificial intelligence and
interdisciplinary research was a major motivation for me to join the group, and my time
there proved to be highly enriching. I would also like to thank him for his comments
during the seminar, which were crucial in shaping the direction of this thesis. Further-
more, I thank all the members of his team who supported me throughout this period in
any capacity.

I'am especially grateful to my dearest friend, Morgane Brette, for her unwavering support,
motivation, and positivity throughout the entire process of completing my thesis. I would
also like to thank my dear friends Sardar Sardarli, Frederic Neumann, Joshgun Guliyeyv,
Arne Blickle, and my beloved cats, Gaia and Moutffe, for their companionship. Their
kindness, encouragement, and positivity provided the support I needed, especially
during times when the workload felt overwhelming.

Lastly, I thank my dear parents, Ziyafat Shamammadova and Bakhtiyar Shamamedov,
for their continuous support throughout my education.



Abstract

Traditional attribution methods, such as heatmaps, highlight the most important areas of
an image affecting model decisions. While they indicate where the model is focusing,
they fail to explain what within those regions drives the decision. In contrast, concept-
based methods offer more human-interpretable explanations by linking model behaviour
to high-level visual concepts. Although concept-based explainability methods built upon
Vision-Language Models, Concept Bottleneck Models (CBMs), have shown promise
in recent years, particularly in medical imaging, they face key limitations: (i) defining
clinically meaningful concepts is challenging, (ii) training requires intensive annotation,
(iii) concept localisation often relies on heatmaps, and (iv) the extent to which visual
models remain faithful to their associated textual concept descriptions can be spurious.
Given the strength of deep vision models in capturing subtle visual cues can be critical for
model development, we focus exclusively on the visual modality to retain this potential.
Yet, existing visually grounded concept-based methods tend to offer only global, class-
specific explanations, often neglecting the interactions between concepts. Furthermore,
as these methods are typically trained post hoc, they offer limited interpretability during
model development. In this thesis, we propose an alternative approach similar to the core
idea of CBMs, while grounding them entirely in the visual modality. To achieve this, we
formulate concept graphs using a Graph Attention Network (GAT) in an ante-hoc manner.
GATs are well-suited for this task due to their ability to capture rich representations while
explicitly modelling the relationships between concepts. Moreover, their effectiveness
with a shallow architecture (e.g., two layers) makes them inherently more interpretable.
To that end, we propose a unified framework that: (a) identifies meaningful visual
concepts through non-negative matrix decomposition, (b) constructs optimal, data-
driven concept graph representations to establish a link between visual concepts and
model outputs. While our models underperform compared to highly optimised task-
specific CBMs, they demonstrate consistent generalisation across selected datasets and,
in some cases, outperform baseline CBMs. This thesis discusses both the potential and
limitations of the proposed framework and aims to encourage further research in this
direction. Ultimately, our work seeks to contribute to enhancing interpretability and trust
in Al-assisted decision-making, especially in high-stakes domains such as healthcare.
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Chapter 1
Introduction

No matter how hard we seek the truth, some mysteries are meant to remain unsolved.
Strangely enough, there might even be a certain relief in their unresolved nature—a
nature that offers comfort in the face of our ignorance. Yet, this reassurance only holds
when the truth exists in indifference to our reality. Artificial Intelligence (AI), however,
is not one of those mysteries; its position is far from indifferent, and its impact is more
tangible than ever. Like any technology with great potential, AI must be properly
understood. The central objective of this thesis is to advance this pursuit. Before we
delve into the topic of explainability in AI, however, it is essential to briefly revisit
the origins of the field and reflect on why we should not remain silent amid its rapid
advancements. It is with this curiosity and sense of responsibility that this thesis was
formed, simply asking how things might be done differently and more transparently.

A long time has passed since when ancient Greeks first envisioned something resem-
bling what we now call artificial intelligence; the myth of Talos, a bronze automaton
created by Hephaestus to guard the island of Crete. Talos was self-moving and per-
formed tasks autonomously, like hurling rocks at approaching ships, demonstrating an
early conceptualization of Al as a machine capable of independent action [104]. It took
humanity millennia to achieve the level of technological development prerequisite for
contemplating ways of making such myth into a reality. The legend of Talos resurfaced
in the modern imagination when the idea of creating thinking machines was formally
introduced at the Dartmouth Workshop in 1956 [71]. This important event brought about
the birth of Al as a formal research field and established the first concrete foundations
for building machines with self-intelligence. From its inception, Al has advanced over
several stages of evolution, marked by major technological advancements. The develop-
ment of Machine Learning, followed by Deep Learning, as subfields of statistical learning
has played an important role in driving this progress forward. These developments have
driven waves of breakthroughs, each pushing the boundaries of what machine can learn
and do autonomously, rendering Turing’s Imitation Game an inadequate measure of
machine intelligence.

Al underwent a major transformation with the emergence of Deep Learning [59] around
a decade ago. Deep Learning, which relies on constructing deep neural network ar-
chitectures as the name suggests, has driven seminal progress across various fields



by demonstrating an exceptional capacity to effectively extract complex patterns and
behaviours from large datasets. This progress, so revolutionary by nature, has been
coined the "Industrial Revolution" of the 21st century by many. Like all transformative
breakthroughs, the rapid rise of Deep Learning was too fuelled by several other key
factors: the exponential growth of available data, substantial improvements in hardware
and software system, and critical advancements in research methodologies.

A major turning point for Deep Learning occurred in 2012, when the Computer Vision
(CV) field experienced a transformative breakthrough. The winning model in the Ima-
geNet Large Scale Visual Recognition Challenge (ILSVRC), based on deep Convolutional
Neural Networks (CNNs), demonstrated an exceptional ability in image classification
tasks [58]. With this breakthrough, we witnessed a deep learning-based architecture
surpass traditional handcrafted-feature methods by autonomously discovering complex
and distinctive patterns from raw pixel inputs. This breakthrough signified a major
turning point in computer vision, promoting the rapid and widespread uptake of deep
learning techniques in image analysis. The impact of deep learning quickly extended
beyond computer vision problems, and since then, it has outperformed conventional
techniques and inspired waves of innovation across different fields.

Tremendous success of Deep Learning paradigms have sparked a surge in Al-driven
innovations spanning domains such as transportation, security, healthcare, and finance.
One of the most notable and meaningful contributions of Al has been in the area of
medical image analysis. In this domain, Al has achieved high-level accuracy comparable
to that of medical professionals in tasks such as classifying chest X-rays [69] and skin
lesion images [42]. Al's potential in automated diagnosis can be particularly useful for
several reasons. For example, it can process large volumes of images rapidly, enabling
faster diagnoses, which is critical in emergency or high-throughput settings. It can also
offer a level of consistency that human clinicians may struggle to sustain, especially
under fatigue or time constraints. Furthermore, it can assist in detecting subtle patterns
or abnormalities that might be overlooked by the human eye, leading to earlier detection
of diseases such as cancer [26]. This emphasises Al’s potential not only as a diagnostic
tool but as a means to improve healthcare access, especially in underserved areas where
specialist expertise is limited. However, despite these achievements, the integration of
Al into clinical practice has not yet met expectations, contrary to its widespread use in
other critical real-life contexts such as in self-driving cars [120, 84]. And the reason for
this is simpler than one might think—patients and clinicians are hesitant to rely on Al
systems whose decision-making processes are opaque or not easily understood [64].

While Al technologies offers significant benefits, they often are limited in their capacity
to make their decision-making processes transparent to human users. This limitation is
especially critical in high-stakes domains, such a those in clinical workflow, where the
role Al plays is not indifferent. Such applications have little to no margin for error, where
a wrong decision could compromise human health and lead to serious consequences in
the short term. Evidently, the need for transparency and trust in high-stakes applications
has translated into calls for devising strategies capable of exploring the decision-making
processes of Al algorithms [84]. In the past decade, these calls subsequently has led
to emergence of a distinct research discipline now commonly known as eXplainable
Artificial Intelligence or XAI for short. As stated by European Commission’s High-
Level Expert Group on Al this field of research aims to develop explainable Al systems,
while preserving high learning performance, that enable humans to understand, trust,
and effectively manage the integration of intelligent agents into real-world decision-
making contexts [18]. The case for transparency in crucial real-world applications is
also underpinned by European Union’s General Data Protection Regulation (GDPR),



a policy that upholds the right to access information regarding the underlying logic
of algorithmic decision-making processes [33]. This mandate reinforces the need for
transparency before Al systems can be deployed in sensitive domains such as healthcare.

The central focus of this thesis is a healthcare application—specifically, the classification
of skin lesions within the broader domain of medical image analysis. Before turning to the
core contributions of this work, however, it is important to first clarify what explainability
entails and how it can be approached. The remainder of this chapter provides essential
background for understanding the thesis’s main theme: explainability in deep learning.
It serves two key purposes: first, to underscore its critical importance in medical Al
systems; and second, to offer a structured overview of the major approaches that inform
ongoing discussions in the field. To that end, we introduce key concepts and techniques
that will recur throughout the thesis. We also briefly address two guiding questions: what
needs to be explained, and why it matters. Lastly, we present a taxonomy of explainability
methods, identify where our approach fits within it, and outline the research objectives
that drive this work.

1.1 Explainability

We start this section with a simple yet fundamental question: What needs to be explained,
and why? Neural networks use a specialized learning algorithm to train on a dataset.
Once they’ve been trained, the model makes inferences by leveraging the parameters it
has learned to produce predictions. However, the process from input to output involves
many layers of complex operations that become nearly impossible to trace, which is why
these systems are often referred to as ‘black-boxes’ [22]. Understanding these "black-
box’ models lies at the heart of many challenges in the field of XAlI, including scientific
understanding, safety, and ethical accountability. These challenges, in turn, translates
into critical objectives that facilitate the need for explainability—such as building trust in
model predictions and assisting in meeting regulatory requirements [21].

In essence, what must be explained - or brought to light - is the "black-box’ nature of these
models: either the internal pathway a model takes to arrive at a specific inference, or the
type of input data that activates certain internal mechanisms leading to that inference.
Humans have long been using Al systems for certain tasks—such as spam filtering, prod-
uct recommendation, targeted advertisements, and speech recognition—even before the
current focus on explainability. These applications demonstrate that functionality often
preceded interpretability in AI adoption. The primary reason why explanations were not
actively sought in earlier applications indicates that explainability is not necessary for all
Al systems [19]. Doshi-Velez and Kim identify two main reasons why Al explainability
is not always necessary: when systems pose low risks (like targeted ads) or when they
are well-validated and trusted in real-world applications (like postal code sorting or
self-driving), as high performance alone often satisfies stakeholders [19]. Conversely,
Al systems operating in critical settings that can directly impact human well-being or
safety, such as healthcare, legal, and defense, necessitate objectives like accountability
[120]. This is why certain Al systems must be equipped with explainability.

1.1.1 What is "eXplainable AI'?

The rapid and widespread adoption of Al has made it a common part of our daily lives,
much like earlier waves of technological innovation. Following the relentless pursuit



of predictive performance since the first major breakthroughs in deep learning, these
models have rapidly evolved into highly complex and autonomous systems—often
functioning as "black boxes" that lack transparency in how they make decisions. The
success of deep learning methods, however, in the absence of transparency, has acted
as a catalyst for the formation of this fast-growing research field. Although initial
interest in explainability was grounded in technical concerns (i.e., accountability in
failure cases) due to the expansion of deep learning into high-stakes applications, it has
since been further advanced by non-technical concerns such as ethical, social, and legal
considerations.

The term "eXplainable Artificial Intelligence" as we know today was first introduced by
Van Lent et al. in 2004 [107] to describe their system’s capability to explain the actions of
Al-driven agents within simulation games. Due to the recent breakthrough in Al, present
XAl research has evolved and is now conducted by a larger community of scientists from
various backgrounds and disciplines, such as machine learning, deep learning, robotics,
multi-agent systems, human-computer interaction, and cognitive science. As a result of
this expansion in the scope of research, there’s no commonly accepted definition thus
far of XAIL One of the factors that further complicates this is the abundance of similar
terminologies that are often used interchangeably to describe only certain aspects of
XAl e.g., explainability, interpretability, transparency, and understandability [3, 120].
Although these terms do have nuanced differences, it is important mention that they
function as subterms rather than directly expressing XAIL Hence, clearly distinguishing
these terms is essential for consistent usage and to avoid confusion throughout the
remainder of this manuscript.

¢ Explainability: The ability to explain the internal mechanisms a model follows
to arrive at a specific output, as well as to explain the individual output, in a
human-understandable manner [37]. It tries to explain what leads the model to
arrive at its conclusion. For example, an explanation might show which areas of an
image led a neural network to classify it as a “cat.”

* Interpretability: The extent to which the relationship between input features
and output predictions can be understood by human [72]. For instance, linear
regression is considered highly interpretable because each coefficient has a clear,
human-understandable meaning.

* Transparency: The extent to which a model is inherently understandable without
requiring additional tools or explanations [65]. It addresses the question “Is the
model’s structure and logic naturally clear?” A decision tree, for example, is transparent
because its decision path can be followed step by step.

* Understandability: The user’s ability to comprehend the model’s behaviour, po-
tentially aided by explanations or visualizations [74]. It asks whether a person,
given their background, can make sense of the model. This concept is subjective
and user-centred, depending on domain knowledge and cognitive abilities.

Having established the main terms, we must now ask: what exactly is meant by XAI?
The extensive body of research on this topic makes it nearly impossible to provide a
single, all-encompassing definition that covers every application and motivation within
the field. Attempting such a universal definition would be an overwhelming and imprac-
tical endeavour. Instead, as suggested in prior works [120, 21], “eXplainable Artificial
Intelligence” (XAI) is better defined and understood in general terms—based on the



specific goals it aims to fulfil rather than on abstract definitions. This definition of XAl is
tailored to specific goals, hence allowing readers to focus on the technical aspects most
relevant to the original concerns, particularly in high-stakes applications. Among the
various objectives discussed in the literature [48, 72, 11, 91, 115, 4], six key goals emerge
as central to the ongoing discourse on XAl, as discussed by Fel [21].

¢ Building trust in model predictions. In medical domains, explainability helps clin-
icians trust Al-assisted diagnostics by highlighting influential regions in medical
images.

* Understanding important aspects of trained models. For instance, in robotics,
explainability could help engineers understand how a robot’s navigation model
prioritizes different sensor inputs when making movement decisions in complex
environments.

* Meeting regulatory requirements and aiding certification. In healthcare, explain-
ability can help verify that Al-based diagnostic tools make decisions based on
clinically relevant factors, supporting their approval by regulatory bodies.

¢ Uncovering and correcting model biases. For example, explainability can reveal if
a credit scoring model systematically disadvantages certain socioeconomic groups,
enabling adjustments to make the system fairer.

* Identifying and anticipating potential failure cases. For example, in manufac-
turing, explainability can show the conditions that lead to equipment failures,
enabling preventive maintenance.

¢ Debugging models to improve training with human-in-the-loop intervention. In
autonomous systems, explainability helps developers analyse misinterpretations
or errors, refine data and model parameters, and enhance performance and safety.

These objectives reflect the main set of goals within the XAI field and emphasise the
complexity of the challenges we face in light of the unchecked advances of Al. Having
conceptualised XAl, we will now discuss the current landscape of existing XAI methods.

1.2 Current XAI Landscape

Although the shift of interest towards XAI research is relatively recent, a substantial
body of work has already been conducted in this domain. This progress is largely driven
by the motivation stemming from the need to ensure accountability when adapting
Al systems in high-stakes applications in real life. In this section, we provide a brief
survey of current XAl methods to familiarise the reader with the general methodologies
in the field and to clarify how our proposed methods fit within this landscape. These
categorisations are based on the general characteristics of XAI methods. Drawing on the
recent surveys [118, 2, 120, 43] of explainability techniques, we can initially characterise
these methods using the following general criteria:

* Global vs Local: Global explainability methods offer a holistic understanding of
the inner workings of deep learning models, whereas local explanations provide
insight into individual model predictions [43].



¢ Ante-hoc vs Post-hoc: Ante-hoc methods seek to build characteristics of explain-
ability directly into the model itself, whereas post-hoc approaches provide inter-
pretability after a model has been trained—as the name suggests—without altering
its internal workings [43].

* Model-agnostic vs Model-specific: Model-agnostic explainability methods are
designed to provide explanations for all types of models, regardless of their archi-
tecture, whereas model-specific methods offer explainability tailored to a particular
model [43].

Local explanations focus on clarifying individual predictions, often by attributing im-
portance to specific features or by using concept-based methods, both of which we
will discuss in more detail in the following part of this section. Global explanations,
in contrast, aim to uncover the broader mechanisms underlying a model’s behaviour,
seeking to reveal the general logic that guides its decision-making. These too often rely
on concept-based approaches. Ante-hoc techniques are typically global model-specific,
as they are often designed to align closely with the architecture and objectives of a
particular model. As a result, they may require additional implementation effort and
domain expertise to design and integrate effectively. Post-hoc methods, however, are
designed to provide interpretability for already trained models without altering their
internal structure. These methods typically provide local explanations and are often
model-agnostic by design, allowing them to be applied across a broad range of deep
learning architectures.

In general, explanations are either local or global, explaining a single prediction or the
model as a whole, respectively [43]. There is also a third emerging mode of explainability
that does not necessarily fall into either category: explaining through data [56]. This
approach seeks to understand model behaviour by assessing the impact of training data
on the model’s behaviour, using techniques such as influence functions. Specifically, it
enables the assessment of how removing a particular data point would affect the model’s
parameters or predictions. Although still a relatively new and evolving area within XAlI,
it provides valuable insights into how specific data points affect model behaviour and
robustness. In the following sections, however, we will concentrate on most common
explainability methods to familiarise readers with the current landscape of XAI and to
help clarify where our proposed approach fits. Furthermore, since our thesis centres
on vision models, the discussion will primarily focus on the most recent advances in
explainable Al tailored to image-precessing tasks.

1.2.1 Attribution Methods

In the early stages of XAl research, as AI models were becoming increasingly opaque
and complex, much of the focus was directed toward post-hoc explainability to validate
and build trust in model predictions. Local explanation methods, which aim to interpret
individual predictions, gained particular traction due to their model-agnostic nature and
ease of implementation. These approaches were initially driven by the introduction of
attribution methods, which have since become a foundational element in the broader
landscape of explainable AI [97].

Attribution methods seeks to uncover the reasoning behind a model’s decision and
can be applied to wide range of tasks whether it is classifying an image, detecting
a specific object, or making a continuous prediction in regression tasks. It is largely
due to their simplicity and compatibility with modern deep learning frameworks that
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Figure 1.1: Visual comparison of several attribution methods applied to different input
images. Each column corresponds to a different attribution technique (e.g., Saliency [97],
SmoothGrad [99], Grad-CAM [95], RISE [86], etc.), and each row shows the explanation
for a different image. Such methods aim to explain a model’s prediction by producing
heatmaps in which warmer regions (e.g., red, yellow) indicate input regions with greater
influence on the model’s output. While all methods serve the goal of post-hoc inter-
pretability, they vary significantly in the type of signals they capture and the granularity
of the explanation they provide. Source: [21].

attribution methods have since become particularly popular. By generating heatmaps
that shows which input regions contribute most to the prediction, they offer intuitive,
visual explanations, making them a widely adopted choice for interpreting model outputs
(see Figure 1.1).

Over the years, numerous attribution methods have been developed, utilizing a variety
of techniques to generate explanations—ranging from gradient-based approaches [99]
and input perturbations [86] to the use of internal model activations [12, 95]. Given a
model f : X — Y and an input x € X, an attribution method assigns a contribution score
to each input variable, thereby explaining the model’s prediction. This functional can
mathematically be formulated as:

D fxXx—RX,

where ®(f,x) = v € RI*l denotes the attribution map for the model f for input x. Each
component of v quantifies how much each input feature influences the output. A higher
value in y indicates a bigger influence of the corresponding input variable on the model’s
decision.

Despite their usefulness, attribution methods face several challenges such as confirmation
bias, gradient saturation, and readability, which we will briefly discuss in the beginning
of chapter 2.

1.2.2 Concept-based Explainability

Another promising and increasingly popular branch of explainability methods which
goes beyond traditional attribution methods is concept-based explainability. Although
these methods initially emerged to address the need for global explainability, they
were soon adapted to provide localized explanations as well—making them a powerful
technique within the current landscape of XAl methods.

Instead of focusing on pixel-level explanations, these methods emphasize high-level
representations grounded in human-interpretable concepts. More specifically, they seek
to explain model predictions through abstract concepts that have clear and intuitive



meanings to humans. Among these approaches, Concept Activation Vectors (CAVs) [31]
and Concept Bottleneck Models (CBMs) [57] have emerged as prominent techniques of-
fering highly intuitive and interpretable explanations. Unlike traditional attribution
methods, both CAVs and CBMs provide interpretability at both the global and local
levels. They not only enable a holistic understanding of the model’s internal mechanisms
but also illuminate the relationship between individual inputs and outputs. The primary
distinction between CAVs and CBMs lies in their application: CAVs are typically em-
ployed as post-hoc explainability tools applied after model has been trained, whereas
CBMs are designed and trained in an ante-hoc manner, often requiring domain expertise
to define meaningful concepts.

Concept Activation Vector

Concept Activation Vectors are a post-hoc explainability technique that aims to under-
stand how human-interpretable concepts influence a model’s predictions. Rather than
modifying the model architecture or requiring concept supervision during training,
CAVs work by analysing existing patterns in the latent activations of a pre-trained model.
A concept is determined by defining a vector that represents similar examples within the
activation space. This is typically done in one of two ways: (a) applying matrix decom-
position, or (b) training a linear classifier to separate those activations from unrelated
examples. The resulting vector is the concept vector that captures the direction in the
activation space that aligns with the concept of interest [52]. This allows researchers to
measure how sensitive a model’s prediction is to a given concept, offering insights at
both the local and global levels without retraining the model.

Given amodel f : X — Y and an activation space A C R? at a specific layer, a concept
vector is a vector v, € R? that represents an abstract concept ¢ within the activation
space. The alignment of the input activation a € .4 and the concept vector v, shows the
degree to which the semantics of any given concept are present in the model’s internal
representation of the input.

We will discuss in detail in chapter 2 the existing CAV methods, their usefulness, and
how they can be incorporated into concept-based explainability.

Concept Bottleneck Model

CBMs are a class of interpretable models designed to make predictions based on a set
of human-defined, semantically meaningful concepts. Instead of mapping input data
directly to the final output, CBMs first predict the presence of predefined concepts and
then use these predictions to produce the final output. This two-step structure enables in-
terpretability by design, as the model’s reasoning can be traced through the intermediate
concept space. CBMs are typically trained in an anfe-hoc fashion, meaning interpretability
is incorporated from the outset. In particular, the concept space is explicitly defined and
embedded as a bottleneck layer during training, requiring annotated concept labels and
often domain expertise to construct or validate the concepts.

Formally, CBMs are ante-hoc neural networks composed of two stages: a concept encoder
g : X = C, which maps inputs to a predefined concept space, and a label predictor
h : C — Y, which produces the final prediction based on the predicted concepts. The
concept layer C serves as an interpretable bottleneck, allowing users to inspect and
potentially intervene in the model’s reasoning process.

CBMs offer a powerful and intuitive approach to interpretability, but they come with
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Figure 1.2: Illustration of the CBM framework. Instead of predicting the target label
directly from the input, the model initially predicts a set of interpretable, human-defined
concepts c (e.g., bone spurs or beak length), which are then used as intermediate repre-
sentations for the final prediction. This approach facilitates interpretability by exposing
concept-level reasoning. Shown here are two example applications: (top) knee os-
teoarthritis severity grading using radiographs, and (bottom) bird species classification
based on visual attributes. Source: [57].

certain limitations. In particular, they require domain expertise to provide accurate
concept labels, which can hinder scalability and introduce potential biases. Moreover,
they may force models to represent predefined concepts that do not naturally emerge in
the learned representation. Despite these challenges, CBMs remain a valuable tool for
explainability. We discuss these issues in more detail in chapter 2.

1.2.3 Feature Visualization

Feature Visualization is another class of explainability methods that aims to uncover
global characteristics of a model by illustrating what individual neurons, layers, or filters
in a neural network have learned [78, 82]. It does so by creating images that maximize
the activation of selected components within the model. This approach helps reveal the
types of patterns the network is sensitive to and provides insight into what each part of
the model is detecting in the input data. Visualization methods have been instrumental
in understanding feature formation within convolutional neural networks. As post-hoc
techniques, they can be easily applied to pre-trained models without requiring changes
to the architecture or training process.

Given a model f : X — Y and a specific component « (e.g., a neuron or layer) within
the network, feature visualization aims to find an input x* € &' that maximally activates u.
Formally, this can be expressed as the subsequent optimization task:

x" = argmax Ay (x) — R(x),

here A, (x) is the activation of unit u in response to input x, R(x) is a regularization term
that supports interpretability.
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Figure 1.3: Feature visualization by optimizing for different components of a neural
network. Each column shows a distinct target: a neuron, a channel, an entire layer, class
logits (pre-softmax), and class probabilities (softmax). These visualizations reveal what
each part of the network is responsive to, offering insights into the hierarchical and
distributed representations learned by deep models. Source: [82].

1.3 Motivation and Scope of our Research

Despite a substantial body of research, explainability remains an unresolved challenge
in the field of medical Al This is further compounded by the high standards set for
interpretability in high-stakes domains like healthcare. Moreover, medical use-cases are
highly specific in nature, often involving diverse datasets and requiring domain-specific
expertise. Given these concerns, it is vital to develop new strategies that enhance the
interpretability of deep learning models before they can be reliably deployed in clinical
settings.

One of the most commonly applied explanation methods in clinical settings is attribution
methods, owing to their simple, model-agnostic nature. Although they were instrumental
in early XAl research, their usefulness in clinical applications has not yet met expectations.
This is mainly because such methods typically generate ambiguous heatmaps that lack
the clarity required for reliable medical decision-making [49]. The inability of attribution
methods to help medical experts understand which specific concepts contribute to a
model’s prediction has motivated a shift toward concept-based explainability. These
methods offer semantically meaningful and human-aligned insights, making it easier for
both clinical experts and patients to understand model behaviour. Additionally, research
interest has increasingly focused on developing ante-hoc explainability methods tailored
to specific clinical problems.

Although concept-based explainability methods have shown promise in medical imag-
ing, notable challenges remain in effectively embedding clinical knowledge into these
approaches [87, 94]. Clinical knowledge is typically incorporated using vision-language
models by aligning visual features with textual concept descriptions [83]. Key difficul-
ties involve: (i) the complexity of defining comprehensive and clinically meaningful
concepts, (ii) the intensive annotation demands for model training, and (iii) the extent
to which visual models remain faithful to their associated textual concepts. Address-
ing these challenges is vital for advancing the practical deployment of concept-based
explainability.

One of the most powerful quality of deep vision models is their ability to learn subtle
visual cues that are critical for identifying early pathological patterns—cues that may be
overlooked by human experts. Therefore, enforcing strict text-vision alignment, which
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prioritises human-understandable explanations, may constrain the model’s ability to
detect nuanced features beyond human perception. We aim to retain this capability by
developing an unsupervised, concept-based explainability framework grounded entirely
in the visual domain. Moreover, recent studies [1, 90] have highlighted the limitations of
post-hoc methods in terms of reliability, motivating a shift toward inherently interpretable
models. This is particularly relevant in medical applications, where interpretability and
trust are essential. In line with this, our approach is designed as an inherently explainable
model trained in an ante-hoc manner.

To this end, we construct concept graphs as a form of concept bottleneck model. These
graphs are processed using Graph Attention Network (GAT) [110], which capture rich
relationships between concepts while preserving interpretability through their shallow
architecture and attention mechanisms.

The scope of this thesis encompasses:

¢ The development of an end-to-end explainable vision model grounded entirely in
visual concepts.

¢ The integration of Non-negative Matrix Factorization (NMF) [61] for unsupervised
concept discovery and representation.

* The design of a patch pooling strategy that links local features to concept-level
semantics.

¢ The formulation of concept graphs and their processing using GATs for both
classification and interpretability.

¢ Evaluation on medical image datasets using both standard classification metrics
and concept-based explainability metrics.

Our main contributions are as follows:

1. We propose a novel visually grounded concept-based framework that does not
require textual supervision and offers faithful, structured explanations during
training.

2. We introduce a patch pooling mechanism that maps image regions to concept

activations using a soft assignment strategy based on NMF-derived concept bases.

3. We construct concept graphs per image, enabling localized and relational reasoning
over visual concepts using GATs.

4. We demonstrate the effectiveness of our framework both on general-purpose and
medical imaging datasets, assessing classification performance and interpretability
through both quantitative and qualitative analyses.

Ultimately, our work aims to encourage more transparent, interpretable, and trustworthy
deep learning systems, particularly in safety-critical domains such as medical diagnosis.



Chapter 2
Related Work

In this section, we review the existing literature regarding our work on the interpretation
of convolutional neural networks using concept-based methods. We explore different
interpretation techniques and interaction strategies to illustrate how our research con-
tributes to this topic. However, it is important to note that, since this thesis focuses on
concept-based explainability, much of our attention will be dedicated to concept-based
explanation methods.

2.1 Attribution Methods

Attribution methods can be thought of as heatmaps that highlight the most relevant
parts of image that contribute to the model’s output [97]. These methods generate a
spatial importance heatmap by tracking the gradient of the output for a given class
to the pixel space. Since the introduction of the first attribution method, Saliency [97],
these approaches have been further refined in the context of deep convolutional neural
networks for classification studies [12, 99, 102]. However, the gradient of an image only
highlights the model’s operation in a very narrow region around that image and can
therefore be spurious [29] since the gradient of large vision models is notably large
[99]. Other methods, such as Rise [86], Sobol [23] and EVA [24], create attribution maps
by probing the output of the model with perturbations in the image to identify areas
critical to the decision. Each of these methods employs distinct sampling techniques to
investigate the perturbation space surrounding the input in order to achieve this objective.
However, attribution methods are subject to other limitations, such as confirmation bias
[1, 30, 98] and showing only “where” to look at, not “what” to look at. These limitations
cast doubt on their practical usefulness, as shown by recent studies [17, 38, 53, 80,
96] conducting human-centred experiments to assess the effectiveness of attribution
methods.

12
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2.2 Concept-based Explanations

Concept-based explanations help users understand model predictions through the lens of
concepts that more intuitive for humans to interpret. These concepts can either be direct
latent space embeddings associated with high-level features or concept embeddings
specified by users, aiming to map the input to an interpretable concept space and use this
space to make inferences about the model’s prediction. The former includes associating
a set of semantic features with image (CAV-based methods), while the latter involves
building a conceptual representation to present semantic features (concept bottleneck
models).

2.2.1 Methods based on CAV

Part-based explanation methods offers interpretability by directly leveraging high-level
semantic embeddings from the model’s latent space. This methods identify what
high-level visual features exist and how they contribute to the prediction. Due to
representing concepts at high-semantic-level, this methods are inherently more human-
understandable and effectively revealing "what" triggers the decision. As an early anchor
of concept-based methods, Kim et al. [52] proposed a approach that aims to quantify
the influence of hand-picked concepts on the model output. In this work, concepts are
defined through so-called Concept Activation Vectors (CAVs), which are an integral part
of this method. CAVs, in turn, are obtained by training a simple classifier to distinguish
concept-containing examples from unrelated samples within the latent activation space
of an intermediate layer. Each CAV’s effect on the model’s output for a given class is
then measured to determine the importance of the concepts. To do this, directional
derivatives are used to assess how predictions change upon modifications to the inputs
in the direction of each concept CAV. Hence, it offers insight into how different high-level
concepts impact the model’s outputs. In addition, Kim et al. [52] introduced the first
method for evaluating concept importance, called testing with CAVs (TCAV), which
measures what fraction of the input images in a given latent space change in the direction
of each CAV. Although this method provides a more meaningful explanation to human
users than attribution methods, a considerable amount of human effort is needed to
construct a database of images representing the relevant concepts [31].

Ghorbani et al. [31] automated concept vector generation with Automatic Concept
Extraction (ACE), which extracts CAVs without human supervision. This is done by
segmenting input data into meaningful parts with super-pixel segmentation. These
segments are first clustered based on their feature representation at an intermediate layer
to identify potential concepts. CAVs are then trained for each concept cluster and each
cluster is ranked with TCAV to quantify their importance for the model’s prediction.
However, one significant drawback of this method is that biases in the explanations
may arise from the use of baseline values filled around superpixel segments [39, 45,
100]. In addition, some concept clusters contained background segments, resulting in
uninteresting concepts and outliers. To remedy this, an additional cleaning step was
introduced to eliminate irrelevant concepts. However, this approach still exhibits certain
structural limitations due to its structure. Each image segment can only be assigned to
one cluster, users must select an intermediate layer to retrieve relevant concepts, and
there is a potential loss of information during the outlier removal phase [25].

Zhang et al. [121] proposed Invertible Concept-based Explanation (ICE), a novel ap-
proach to concept-based interpretability. This work applies matrix decomposition meth-
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Figure 2.1: Overview of the Invertible Concept-based Explanation (ICE) framework [121].
The proposed model comprises two main components: a concept extractor and a classifier,
which are connected at an intermediate latent space. The concept extractor maps input
images I to a middle-layer activation space A, which is then linearly reduced by a
non-negative matrix factorization-based reducer R into a low-dimensional concept space.
Here, A is flattened into a two-dimensional matrix V. Accordingly, the decomposition
A ~ UW' is rewritten as V = SP" + U, where U captures residual information lost
during reduction. The classifier uses learned concept weights to produce explanations in
terms of concept contributions. The right side shows example explanations for two classes
(cat and dog), highlighting the top-3 contributing features along with visualizations of
the corresponding concept activations. Source: [121].

ods, notably non-negative matrix decomposition method NMEF, on internal feature maps
to extract CAVs. Here, a feature map A is extracted as an activation of image seg-
ments from an intermediate convolutional layer preceding the global mean pooling.
NMF is then used approximate A with two non-negative low-rank matrices W and U,
A ~ UWT'. W is the new basis for concept vectors (CAVs) to represent interpretable
concepts captured in the feature map, and U contains coefficients of A represented with
W. ICE evaluates the importance of the concept using the TCAV score for W. This
approach provides both global explanations and local explanations for a given image.
Although the local explanations are directly influenced by the global concept vectors
W, meaning they are not purely local in essence. Another major drawback of ICE is
that NFM is directly applied to feature maps at the convolution kernel level, resulting
in the localization of concepts. As a result, similar concepts are treated differently in
different parts of the image. In addition, it should be noted that other dimensionality
reduction methods, including Singular Value Decomposition (SVD) and Principal Com-
ponent Analysis (PCA), have likewise been investigated as tools for concept discovery
[121, 35]. However, by restricting representations to additive linear combinations with
non-negative coefficients, NMF yields particularly interpretable concepts, albeit at the
cost of lower reconstruction accuracy compared to methods like PCA [22].

While concept-based explanation methods offer meaningful insights to human users,
they primarily focus on delivering a global understanding of the model’s behaviour.
In an effort to move toward more human-interpretable explanations of neural network
models on a local level, Y. Ge et al. [28] proposed the Visual Reasoning eXplanation
framework (VRX) as an extension to ACE. First, class-specific visual concept clusters
are constructed using the ACE method. Image segments are extracted through super-
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pixel segmentation and then assigned to a concept cluster as candidates based on the
Euclidean distance between their activation and the mean activation of the concept cluster.
The segments above a specified threshold are labelled as undetected and filled with a
constant value. Once the image segments are assigned to their respective concept clusters,
their feature activations are organized into graph convolutional networks (GCNs). In
this setup, each node represents a concept, and the edges between nodes capture the
pairwise relationships among these concepts. The GCNs are trained to replicate the
behaviour of the original model through knowledge distillation. Then the attention
mechanism inherent in GCNs is utilized to highlight the significance of visual concepts
locally in a given image. While VRX provides intuitive interpretation for human users,
it not only suffers from the same severe pitfalls as ACE but is also affected by several
other drawbacks. The information is lost due to an additional post-clean-up step that
removes uninteresting background regions using an attribution method when creating
concept clusters. Another pitfall is that the method for assigning concept candidates to
clusters sometimes assigns irrelevant image segments, as it relies on a simple matching
based on minimum distances and thresholds. Graph Convolutional Networks (GCNs)
exhibit several structural limitations, such as relying on dense graph representations,
lacking inter-concept information in edges, and requiring manual intervention to match
concepts. Perhaps most critically, GCNs employ a permutation-sensitive approach—even
though, in principle, the underlying graph structure should be permutation-invariant [76].
Furthermore, the graph-based representation does not encompass the entire image, since
only the closest segment is assigned to each concept centre and fed into the corresponding
node. This approach can lead to a loss of information, particularly when the same concept
appears multiple times within an image.

Fel et al. [25] introduced the first concept-based explainability method capable of pro-
ducing concept attribution maps by backpropagating concept coefficients into pixel
space, thereby identifying the specific pixels in an input image associated with a given
concept. This method known as Concept Recursive Activation FacTorization (CRAFT)
is therefore filling the major gap in the attribution methods by indicating both "what"
and "where" to look at in images. Once concepts are discovered with NFM, the gradient
of concept coefficients U with respect to pixels X is calculated to generate a spatial
heatmap, hence unlocking concept attribution maps. Although CRAFT leverages the
same NFM technique used by Zhang et al. [121] on internal feature maps to discover
concepts, it is applied after the global average pooling to produce location-invariant
concepts. Moreover, they use random crops to extract segments rather than the com-
monly used super-pixel segmentation technique to provide semantically more coherent
segments and circumvent the biases introduced through the baseline value filled around
super-pixel segments. Additionally, CRAFT employs Sobol indices on a concept basis
W to assess the global contribution of concepts to a given object category. Fel et al. [25]
shows that solving the concept attributions Vx U requires two-step backpropagation
steps: lower stage feature extraction A = h; (X) from images X; and the upper stage
NMF decomposition A &~ UW . Hence for the given concept i the chain rule yields
VxU,; = %v A U;. While the lower stage can be directly computed using backpropaga-
tion, the upper stage utilizes implicit function theorem to calculate V o U; without the
need to explicitly backpropagate through each iteration of the NMF solver. As demon-
strated by Fel et al. [25], the implicit differentiation of the NMF block V 5 U; is integrated
into the classic backpropagation 2% to obtain Vx U;. This enables the identification of
image regions that activate or contribute to the model’s recognition of a specific concept.
Since the problem mainly amounts to solving the implicit differentiation of the NFM
solver, it is also possible to employ perturbation-based attribution methods [23, 24, 86]
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in the lower stage. However, to generate its concept-based attributions, CRAFT relies
on the classic attribution method situated on the left-hand side of the chain rule—an
approach we discussed above as being vulnerable to a range of issues. While CRAFT
represents a significant step towards more human-understandable attribution methods,
it is susceptible to similar shortcomings found in attribution methods due to contextual
dependence present in different scenarios. Some features might be highly relevant in
one instance but not in another due to their relation to other features. This variability
can lead to different importance levels for the same feature across different scenarios.
Therefore, the absence of contextual information can result in misleading or causally
incoherent explanations [112, 117, 73].

2.2.2 Concept Bottleneck Models

In recent years, concept bottleneck models have regained attention as an essential line of
research for building inherently explainable models. The rationale behind the CBMs is to
use human-specified concepts as an intermediate step in determining the final prediction
[84]. Introduced by Koh et al. [57], this method first trains neural network to predict
intermediate concepts from the intermediate activation of input data. Then, it uses the
concept predictions as a new intermediate layer to produce the final output. By directly
incorporating human-understandable concepts in the learning process, these models aim
to improve the model’s interpretability, as predictions can be traced back through these
concepts to understand the model’s reasoning. As mentioned by Koh et al. [57], CBMs
are trained in an end-to-end manner, with supervision applied to both the intermediate
concepts and the final class predictions. Therefore, despite their advantage in terms of
interpretability, CBMs rely on human-provided labels, which limits their scalability and
may potentially introduce annotation bias.

To overcome the limitations posed by CBMs, Label-Free CBMs [81] were introduced to
transform pre-trained black-box models into CBMs in an unsupervised manner. This
method involves automatically creating and filtering a set of concepts using Large
Language Models (LLMs) and then employing vision-language text embeddings to
align the intermediate activations of a black-box model with the concepts embedding.
It enforces an additional sparsity constraint at the last layer from the bottleneck layer
to the final output to limit the number of latent concepts involved in the predictions
to ensure that only the most relevant concepts contribute to the model’s prediction.
This technique aligns with cognitive reasoning process of humans, where reasoning
typically relies on only a small set of clearly distinguishable concepts rather than a dense
combination of many overlapping factors. While Label-Free CBMs significantly reduce
human annotation effort and maintain interpretability through the learned concepts, the
interpretability of these automatically extracted concepts may vary, potentially resulting
in less semantically coherent concepts. It moreover relies on a critical assumption: the
pre-trained model already implicitly encodes the predefined textual concepts. Therefore,
the faithfulness of existing concept predictors to their underlying concepts remains
challenging. Some studies have shown that correlated concepts may lead to accurate
but uninterpretable models that fail to learn localities [87]. This, in turn, makes CBM
interpretability fragile, as they occasionally rely upon spurious semantic features.

Schrodi et al. [94] developed unsupervised concept bottleneck models directly from the
latent space representations to circumvent the limitations of traditional CBMs regarding
their reliance on predefined concepts and the faithfulness of concept predictions. Con-
trary to conventional CBMs that require priori concept selection, this method relies on
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Figure 2.2: Pipeline of the Label-Free Concept Bottleneck Model (Label-Free CBM) [81].
The approach first generates a set of candidate textual concepts using a language model
(e.g., GPT-3 [9]), which are then filtered. Given a set of input images, both image and
text embeddings are computed using vision-language encoders. A concept matrix P is
formed via inner product between image and text embeddings. A concept bottleneck
layer is constructed by aligning model activations with P, and the resulting concept-
based features are used for downstream classification through a sparse linear layer.
Source: [81].

NMF for unsupervised concept discovery. Particularly, instead of identifying concepts
through vision-language alignment, it applies NMF in the latent space to automatically
extract relevant concepts directly from the activations of pre-trained black-box mod-
els. Doing so does not force the pre-trained models to encode predefined concepts
that they might not inherently represent. In addition, they introduced an additional
input-dependent concept selection mechanism combined with sparsity regularization to
restrict the prediction to depend on only a few concepts, reducing conceptual complexity
among predictions and increasing interpretability. Their experiments show that using
direct concept representation with NMF achieves superior downstream performance
compared to traditional CBMs relying on concept prediction, while using fewer concepts
for prediction.

2.3 Explainability in Medical Imaging

2.3.1 Concept-Based Explainability in Medical Imaging

The widespread adaptation of large deep-learning models has significantly improved
automated medical diagnostics. Despite reaching very high accuracy levels that are
often better than the performance of human experts, the clinical deployment of Al-based
diagnostic systems in real life still remains limited, predominantly due to a lack of
trust regarding the interpretability challenges associated with deep neural networks.
This gap of trust has brought about an important research area focused on enhancing
transparency, trustworthiness, and interpretability of Al-systems clinical settings. In
that line, concept-based explanation methods have become particularly promising for
addressing these interpretability challenges. Unlike traditional pixel-based attribution
methods—which generate heatmaps of influential pixels but often yield fragmented
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and contextually ambiguous interpretations—concept-based methods provide explana-
tions aligned with clinically meaningful visual concepts. These approaches decompose
complex model predictions into structured, understandable concepts that resonate with
clinicians’ established reasoning processes, helping to foster trust and practical clinical
integration.

The part-based framework is one of the earliest adopted approaches for evaluating and
utilising concepts in deep learning. Lucieri et al. [66] applied CAVs to skin lesion classifi-
cation to extract visual concepts, correlating model predictions with dermatologically
relevant visual concepts to provide interpretable insights aligned closely with diagnos-
tic reasoning. Graziani et al. [34] employed a similar idea by introducing Regression
Concept Vectors. Specifically, they extended the use of CAVs beyond classification tasks
to regression settings by introducing Regression Concept Vectors (RCVs). Rather than
identifying a discriminative boundary between two concepts, or between a concept
and random examples, RCVs aim to capture the direction in feature activation field
that aligns with the greatest increase in a continuous concept measure. Hence allowing
to understand how features influence predictions and how adjusting certain features
might change outcomes. Building on the previous idea, Lucieri et al. [67] proposed a
multimodal explanation framework, EXAID, for the explainable diagnosis of skin le-
sions. This system, too, leverages CAVs to connect latent model activations to clinically
meaningful concepts defined by domain experts. Building on these connections, ExAID
generates textual explanations that describe which medical concepts were activated
during prediction and localise their location on the image using concept localisation
maps. This dual-modality allows users to understand what given concepts influenced a
prediction and where they are primarily activated within the image. Importantly, EXAID
was designed with clinical applicability in mind; it includes a diagnostic interface that
presents the explanations in a form usable during real-world workflows.

Patricio et al. [83] advised an inherently interpretable concept-based framework for skin
lesion diagnosis. The convolutional kernel is trained to develop concept activations
for each concept of interest from the intermediate activations of the backbone model.
These concept activations are generated by incorporating an additional loss term to
enforce visual coherence in the concept encoder, along with a hard-attention mechanism
to align the activations with expert-identified regions relevant to each concept. Concept
activation maps are transferred into concept identifiers with global average pooling and
are transformed to the output with linear transformation to make the final prediction.
Explainability is then attained by calculating the contribution of each concept to the
prediction and localizing its presence in the image using concept activation maps. While
effective, this method relies on a concept’s annotations for each image by experts and,
therefore, is not scalable.

Vision Language Models (VLMs) such as CLIP use a contrastive learning method to
learn joint representation from image-text pairs [85]. Although these models exhibit
remarkable zero-shot learning abilities across diverse general tasks, their deployment in
the biomedical domain remains challenging due to distributional shifts and specialized
vocabulary [85]. In recent years, several domain-specific VLMs have been developed
to address these challenges in medical research, such as BiomedCLIP [122], PubMed-
CLIP [20], and MedCLIP [114], which are trained on large-scale medical image—text
datasets derived from medical articles [85]. However, despite their broad applicability,
these pre-trained models often underperform relative to task-specific models and, fur-
thermore, lack interpretability and transparency in their decision-making processes. [85].
Nevertheless, due to VLMs’ impressive zero-shot learning capabilities in general tasks,
CBMs have emerged as a promising type of inherently interpretable model that aims to
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Figure 2.3: Overview of the concept-based explanation framework by Patricio et al. [83].
The model uses lesion segmentation to preprocess input images and employs a concept
encoder to extract concept-specific activation maps from intermediate CNN features.
Interpretability is achieved by mapping these activations to predefined medical concepts
using global average pooling and a linear classifier, while multiple loss terms ensure
visual coherence, semantic consistency, and spatial alignment with expert annotations.
Source: [83].

base machine learning predictions on human-understandable concepts utilizing VLMs.
Rather than relying solely on end-to-end learning from raw input to output, CBMs
introduce an intermediate concept layer where the model first predicts the presence of
semantically meaningful concepts and then bases its final decision on those concept
predictions. This two-stage architecture offers the potential for improved transparency,
as the reasoning behind a prediction can be traced through clearly defined, interpretable
features.

Several recent studies have employed CBMs to make them more practical for medical
settings. These models enable inherent interpretability by basing their final predictions
on a predefined set of human-understandable concepts [70, 85]. This capability, however,
often entails a substantial annotation effort. To address these challenges, Patricio et
al. [85] offers a two-stage methodology that simulates the two stages of a CBM. They
employ a pre-trained VLM to automatically predict clinical concepts, then rely on an
LLM instead of a sparse layer to make diagnoses based on those predictions.

Wang et al. [113] proposed a CBM-based method tailored for skin disease diagnosis that
enhances concept learning by combining predefined concept annotations with the dis-
covery of complementary, data-driven concepts. Unlike most existing CBM approaches
that rely on shared image features across all concepts, their method introduces concept-
specific adapters that use multi-head cross-attention to detect concept-relevant features
individually. This design improves both interpretability and predictive performance by
allowing the model to attend to distinct visual cues for each concept.

Bie et al. [7] proposed MICA (Multi-level Image-Concept Alignment), a concept-based
framework for explainable skin lesion diagnosis that addresses key limitations of conven-
tional CAV- and ACE-based methods. Unlike prior approaches that typically align visual
concepts at a single level, MICA performs alignment across three semantic levels: image-
level, token-level, and concept-level representations. At the image level, the model
ensures global alignment between entire image embeddings and diagnostic concept
embeddings. At the token level, localized visual segments are aligned with relevant
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clinical terms, offering fine-grained, region-specific interpretability. At the concept level,
MICA enforces semantic consistency between visual evidence and the broader diagnostic
categories. This hierarchical structure enables interaction with the model at varying
levels of abstraction, supporting both detailed visual cues and high-level textual expla-
nations. While MICA demonstrates strong performance in terms of both interpretability
and predictive accuracy across multiple skin lesion datasets, its reliance on manually
annotated concept labels for each image limits scalability in real-world applications.
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Figure 2: The overall pipeline of our proposed framework.

Figure 2.4: Overview of the MICA framework [7] for explainable skin lesion diagnosis.
The model aligns visual and textual concepts at multiple semantic levels—image, token,
and concept—to ensure global, localized, and categorical interpretability. Concept activa-
tion vectors are first extracted using a frozen CNN and then aligned with visual features
using a cross-attention mechanism. During inference, the model outputs concept contri-
butions and generates text- and region-based explanations for clinical interpretability.
Source: [7].

Recent developments in Vision-Language Models (VLMs) have enabled the integration
of rich semantic information into concept-based modeling. While VLM-based CBMs offer
an interpretable approach to model development with strong predictive performance,
they heavily depend on curated concept annotations and filtering processes to define the
concept space. Furthermore, the reliability of concept predictions in such models may
be questionable, as they critically assume that the visual latent representations of the
backbone model accurately capture and align with the predefined textual concepts.

2.4 Summary and Research Objectives

Despite promising advancements in concept-based explainability methods for medical
imaging, substantial challenges remain in effectively integrating clinical knowledge into
these approaches. Key issues include:

e Difficulty in defining clinically meaningful and interpretable concepts.



21

* The extensive annotation effort required to train concept-supervised models.

¢ Reliance on ambiguous heatmaps for concept localization, limiting spatial inter-
pretability.

* Concerns regarding the faithfulness of vision models to their corresponding textual
concept representations.

Addressing these challenges remains an important obstacle to the widespread clinical
adoption and integration of concept-based explainability methods. Given the strength
of deep vision models in capturing subtle visual cues, we focus exclusively on the
visual modality to preserve this potential and to build unsupervised concept-based
explainability within the visual domain, bypassing the reliance on textual or manually
defined concepts. Moreover, we aim to provide not only concept-based explanations but
also spatial localization of concepts through patch-level representations. Our research
specifically addresses these challenges by presenting an integrative framework that
combines unsupervised concept discovery through non-negative matrix factorization
with structured modelling of inter-concept relationships via graph-based representations.
To this end, we propose building end-to-end concept graphs that serve as inherently
interpretable models, enabling both concept reasoning and localization.

The primary goal of this research is to move beyond direct causal relationships between
a single visual concept-output pair and attain a better understanding of the model’s
decision-making process by incorporating relationships between concepts. This can
be particularly important for applications such as medical imaging analysis, where
understanding how the presence of different high-level semantic features collectively
influences the prediction can be more significant than just identifying individual key
features. To achieve this, we benefit from recent research to offer a unified approach
to avoid common pitfalls in concept discovery. Our integrated framework pursues
three key objectives: (a) uncover essential visual concepts via NMF in unsupervised
manner, (b) establish data-driven associations between visual concept—output pairs
through a refined graph representation. To fulfil these objectives, we adopt an additive
concept representation and model inter-concept relationships within structural concept
graphs. In particular, we take advantage of the non-negative additive linear property
inherent in NFM to map the entire image into a structural concept graph, allowing for a
comprehensive capture of the underlying data distribution. By employing an additive
concept pooling strategy, our model makes it possible to analyse:

* How much each concept contributes to the final prediction.

¢ How much each patch influences the prediction, enabling localization of the most
important regions.

* What concept-related information is present at each patch location.

In summary, this work introduces an automated, visually grounded concept-based
explanation method that leverages robust and meaningful concept representations to
enhance the transparency and interpretability of model predictions, aiming to inspire
future works in the XAl field and foster greater trust in Al-assisted decision-making.



Chapter 3
Technical Background

3.1 Deep Learning

This chapter reviews the fundamental components of deep learning that are essential
for the development of our proposed method. The objective is to familiarize the reader
with the underlying deep learning paradigms that form the basis of the methodology.
For comprehensive coverage of deep learning paradigms, readers may refer to the
foundational textbook Deep Learning by Goodfellow, Bengio, and Courville [32], as well
as the more recent Deep Learning: Foundations and Concepts by Christopher and Hugh
Bishop [8], alongside the main reference papers cited throughout this section.

3.1.1 Neural Networks

Fully Connected Layers

Fundamentally, neural networks function as a transformation operation that project input
data to the given output space. The transformation of data is contingent upon the activity
of neurons, which are responsible for the propagation of data to its new state. A neuron,
which is the fundamental components of neural networks, is a function 7 : R? — R and
is parametrised by a set of parameters such as weights and biases. These parameters
are collectively referred to as ) and are pivotal components of neural networks across
various applications. In general, the function 7 can be described as follows:

n(z;0) = o(w'z+b),

where w € R¢ is the weight vector, b € R is the bias term, ¢ : R — R is non-linear
activation function [108].

Neurons aggregate input signals in a linear manner, as defined by the 6 parameters.
Subsequently, they apply a non-linear activation function ¢ (e.g., ReLU [77]) in an
element-wise manner to produce the output. The employment of linear aggregation in

22



23

conjunction with non-linear transformation enables models to learn complex relation-
ships between input and output signals.

In a manner analogous to the natural brain from which it was inspired, a neural network
architecture is essentially made up of a large group of neurons that are interconnected
by multiple layers. Stacking a large number of layers helps us create a large and pow-
erful neural network architecture, which we refer to as deep neural networks. A fully
connected feedforward neural network (FCNN) with L layers is characterized by the
parameter set 6, can be defined as:

fla;0) = (" o 0nM)(a),

here () (a;0) = & <W(I)a + b(i)> represents the transformation applied at the i-th layer,

o) = {W),bey} holds the set of learnable parameters for that layer, a indicates the
output from the preceding layer, and o is a non-linear activation function.

The final layer, also known as the output layer, in a neural network is the last component
in the architecture, allowing the network to produce predictions, while its structure
is dependent on the nature of the prediction task. For continuous output predictions,
the output layer constitutes a linear layer with no activation. For classification tasks,
the output layer employs sigmoid and softmax activation functions to generate class
probabilities, for binary classification and multi-class classification, respectively.

3.1.2 Model Training

Principles of model learning methods are firmly embedded in deep learning method-
ologies. These principles not only allow us to teach our model, but also ensure that the
input-output mapping is robust and sensible. In this section, we will discuss some of the
strategies essential for model training.

Supervised Learning

In this subsection, we will briefly discuss how to train our neural network to learn the
desired data representation using supervised learning. Within the context of supervised
learning, models are trained using labelled input-output pairs, enabling them to infer
patterns and generate predictions or categorize new, unseen data. Denoting the measur-
able input and output spaces by X € R? and ) C R, respectively, the dataset D can be
represented in a supervised learning setting as a group of annotated input-output pairs:

D= {(mhyl)v' L] (xnayn)} € (X X y)n

Within the framework statistical learning, the objective is to approximate the underlying
stochastic relationship between an input and label pairs. This relationship is expressed as
the expected value of y conditioned on x, with respect to the joint probability distribution
P, , defined over input-output spaces. To approximate this relationship, we define a
hypothesis space F with a predictor model f : X — Y and a loss function £: J) x ) = R
serves as a quantitative analysis of similarity between the output and the actual target
value.

In a binary image classification task for example, X represents the samples of input im-
ages and Y = {+1, —1} represent positive and negative labels. The binary cross-entropy
loss can be employed as a potential loss function for this task. As the original distribution
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of P, , is unknown, the learning objective is approximated using the empirical distribu-
tion derived from the dataset. Given a training dataset D, a deep learning predictor f,
and a loss function ¢, the empirical risk can be expressed as:

n

Zg(f(zi;a)vyi)

i=1

L(f) =

1
n

In supervised learning, the ultimate training aim is to ascertain the ideal parameters 6*
that minimize the expected loss across the training samples, formulated as:

6 = argnbinﬁ(f)

Loss Function

The loss function is an important component of model learning, and selecting an ap-
propriate loss function is a critical decision when applying deep learning to a specific
task. The most commonly employed loss functions in supervised learning are the mean
squared error (MSE) and cross-entropy loss, each guiding the optimization process by
computing the disparity between predicted and true labels. MSE is used for regression
tasks, while cross-entropy loss is a common choice for classification tasks. As the scope
of this work involves multiclass classification problems, cross-entropy loss is an appro-
priate choice for this setting. For the true label y € {1,...,C} and the predicted class
probabilities 41, ¥z, - . ., Yo, the cross-entropy loss for multiclass setting can be defined
by:

C
l= ’H(y,z}) = - Zyc IOg(@C)v
c=1

where y. € {0, 1} (one-hot encoded) is the original label, and g, is the predicted probabil-
ity for class c.

Regularization

Minimizing £(f) has two main pitfalls. The first is that the problem is usually non-
convex, except in simple cases like linear regression. Second, empirical risk minimization
does not guarantee low error on unseen data, which often leads to overfitting. This
phenomenon limits the ability of models to generalize and requires regularization.

To remedy this, the regularized empirical loss function incorporates a penalty term into
the original empirical loss. This penalty term directly affects the model parameters
by constraining their values during optimization, thereby preventing overfitting and
making the model more robust to unseen data. A general regularized empirical loss term
can be formulated with the following equation:

Lreg(f) = L(f) + AQ(0),

where (0) represents the regularization function (e.g., ||0||3 for L2, ||0||; for L1) and
A > 0 is the regularization hyperparameter controlling the penalty strength.

Dropout

Dropout is another powerful regularization method widely used in neural networks for
robust training. It randomly sets a portion of the neurons’ activations in the selected
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layer to zero (or drops them out) with a certain probability p. Dropout is only applied
during the learning phase to encourage the model to reduce its reliance on any single
neuron or specific patterns in the feature space, thereby improving generalization.

Batch Normalization

Another important component among training methodologies is the batch normaliza-
tion [47] technique, which is designed to stabilize and accelerate the training of neural
networks by tackling the internal covariance shift. The internal covariance shift arises
from how the parameters are initialized and how the input distributions to each layer
shift during training, which can hinder learning efficiency and lead to slower or unstable
training. To address this, Batch Normalization standardises the input features of every
mini-batch to zero mean and unit variance, subsequently scaling and shifting them using
the learnable parameters  and (3. Specifically, for an input feature = in a mini-batch of B,
this method is defined as:

0 < (2] 4

where v and 3 are trainable parameters, 5 and 0% represent the mean and variance of a
batch data, and € denotes a small constant value for numerical stability.

In short, Batch Normalization speeds up training, mitigates the vanishing/exploding
gradients problem, and is widely used in modern neural networks.

Residual connections

Vanishing gradients are a common issue in neural networks that can hinder or destabilize
the learning process [5]. Due to the repeated multiplication of gradients during backprop-
agation, the values can either shrink to near zero (vanishing) or grow excessively large
(exploding), particularly as network depth increases. Residual connections, also known
as skip connections, were introduced to address this issue and facilitate the training of
deeper networks [40]. These connections have been instrumental in the development of
state-of-the-art deep learning architectures, especially those of vision models [40].

Residual connection mechanism work by creating a shortcut that skips at least one
layer within a given architectural block, directly adding the input to the output of that
block. This facilitates better gradient flow throughout the network, helping to prevent
performance degradation in very deep models. A simple residual connection works by
feeding the activations from a previous layer directly into the next layer, which can be
defined by:

r(z;0) =z + n(x;0),

here n(z; ) shows the transformation function (e.g., a sequence of layers) with parame-
ters 0, x is the input, and r(z; 0) is the output of the residual block.

Optimization Method

In empirical risk minimization, models are typically parametrized by a set of learnable
parameters § € © and a learning process that optimize such parameters to minimize the
empirical risk. Among such methods used for optimization in deep learning, Stochastic
Gradient Descent (SGD) [60] is a fundamental choice. This method updates 6 using
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gradients computed on small, randomly selected mini-batches of data as opposed to
computing gradients over the entire dataset, which is computationally expensive. This
makes SGD significantly more efficient for large-scale models. Given that ¢ defines the

loss function, « the learning rate, and B = {(x;,y;)} ‘zﬂ C D a mini-batch of samples, the
parameters are updated as:

|B|
Ori1 =0 — Y Vol (f(xi;01),v:),

i=1

here, Vy/(-) denotes the gradient of the loss function ¢ with respect to the learnable
parameters ¢, and o functions as the learning rate, adjusting the size of each step taken
in the opposite direction of the gradient during optimization.

This iterative approach not only enables scalable training on large datasets but also intro-
duces beneficial noise that can help escape local minima in non-convex loss landscapes,
making it particularly effective for deep neural networks. Similar in core principles,
other optimization algorithms such as Adam [54] and RMSprop [105] are also commonly
used during training.

3.1.3 Convolutional Neural Networks

Introduction of deep Convolutional Neural Networks for ILSVRC in 2012, marked a
major inflection pint for deep learning in the field of computer vision [58]. Inspired by
the human visual system, CNN is a class of DL that uses convolutional operations to
automatically extract and recognize patterns from grid-structured data, particularly in
images.

Similar to deep neural networks, CNN shares similar structures, consisting of multiple
layers of fully connected layers. The main building blocks of CNN are made up convolu-
tion and pooling layers. Modern CNN models include multiple blocks of convolutional
layers, typically followed by a pooling operation and a non-linear activation function.

Convolution layer

Convolution layers are the layers in which the convolution operation is applied to
the image. More specifically, these layers apply learnable filters over local regions of
the image, capturing spatial features such as edges or textures. By stacking series of
convolution layers, CNN can learn more abstract and global features such as object.

For a single-channel case, the convolution between the input image « and filter w, defined
by § = {w, b}, is formulated as:

kn—1k,—1

(.13 * ’LU)iJ' = Z Z Titu,j+v * Wyw + ba

u=0 v=0

where * denotes convolution operation, w is the convolutional filter (kernel) of size
kp X ky, and (u, v) iterate over the height and width of the kernel. For multi-channel
inputs, each channel is convolved independently, and the results are summed.

Once the convolution operation is applied, the output is subsequently transformed with
a non-linear activation function, such as ReLU, to add non-linearity into the features
and enable richer representations. This process produces what is referred to as a feature
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or activation map. The dimensions of the resulting feature map is W x H x C, where
C denotes the number of channels (i.e., learnable filters), and W and H represent the
spatial width and height, respectively.

Pooling layer

Decreasing the dimensions of feature maps in CNNs is key to making the model efficient,
generalizable, and better at recognizing complex patterns. This is done through pooling
layers, which shrink the width and height of feature maps, reducing data size, speed-
ing up training, and lowering memory use. It also simplifies the model by decreasing
parameters, which helps prevent overfitting. Additionally, this reduction enlarges the
receptive field of deeper layers, allowing neurons in deeper layers to “see” bigger por-
tions of the input and capture more complex features. Pooling also provides translational
invariance, making the model less sensitive to small shifts in the input. Overall, reduc-
ing spatial dimensions helps CNNs remain efficient while learning richer, hierarchical
representations.

The most widely applied pooling methods are Max Pooling and Average Pooling. To
reduce the dimensionality, Max Pooling picks the highest value within a given region,
whereas the Average Pooling method calculates the mean value over this region. Another
commonly used pooling strategy is Adaptive Average Pooling [63]. The Adaptive Average
Pooling method dynamically adjusts the pooling windows to produce an output of a
fixed size relative to the input dimensions, making it particularly useful for handling
inputs of varying sizes.

3.14 Graph Neural Networks

Graph Neural Networks (GNNs) [55] are a special type of neural network developed
to operate on non-Euclidean data structures, such as graphs. Contrary to conventional
neural network models, which expect inputs to be arranged on a regular grid structure
(e.g., image pixels or word tokens), GNNs can learn representations from arbitrarily
structured data by directly leveraging the graph topology and the features of nodes and
edges.

GNNs have become the most common choice of models in deep learning on graphs,
thanks to their effectiveness in capturing local and global graph dependencies via message
passing and their permutation-invariant nature, making them suitable for relational data.
These abilities makes them a powerful tool for formulating real-world problems such as
social networks, citation networks, molecular network, and knowledge graphs [27].

Formally, a graph can be represented as G = (V, £), where the set of N = |V| nodes is
defined by V, and the set of edges is defined by £ C V x V, possibly including self-loops.
Each node v € V can have a feature vector z,, € R?, and each edge (u,v) € & can carry
an edge feature e,,,. At the core of GNNSs, lies the message passing framework, in which
information is iteratively aggregated from each node’s local neighbourhood. A single
GNN layer can typically be defined by the following formulation:

hg}k) — fy(k) (hs]k_l)’ @ueN(v) ¢(k) (hgjk_l), hi(f:_l)a euv)) )

where hgk) indicates the intermediate embedding of node v at layer k, N'(v) is the set of
neighbours of node v, (%) is the message function that computes messages from neigh-
bouring nodes (possibly using edge features too), @ denotes a permutation-invariant
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aggregation function (e.g., mean or maximum), and 7 is the update function, often
implemented as a multilayer perceptron (FCNN) or a simple non-linear transformation.

This iterative process updates the each node’s embedding by combining its own current
state with information from its neighbours. The initial node features are denoted as
R0

v = xv-

Graph Attention Networks

Graph Attention Networks [110] are a powerful extension of GNNs that incorporate the
self-attention mechanism into the message passing process. Unlike traditional GNNS,
which aggregate messages from neighbouring nodes using fixed or uniform weights
(e.g., based on degree), GATs learn to assign dynamic, data-dependent importance scores
to each neighbour, also known as attention scores. This enables the graph to focus more
on relevant neighbours and less on noisy or irrelevant nodes. These coefficients are
computed as follows:

exp (LeakyReLU (aT[Wh(vk_l) I Wh&k_l)])>
%(JIZ) =

D weN (v) €XP (LeakyReLU (aT [thﬁ’“*” I Whgc*l)])) ’

where 1" and A" denote the feature vectors of nodes v and u, respectively, at
layer (k — 1), the notation N(v) indicates the neighbouring nodes of v, W and a are a
learnable weight matrix and attention vector, respectively, || represents the concatenation
operation, and LeakyReLU is a non-linear activation function.

To compute anf), each node’s input feature vector h(vk_l) is first linearly transformed

using a shared weight matrix W. For each node v and its neighbour v, an unnormal-
ized attention score is then computed by applying a non-linear activation function
(LeakyReLU [68]) to the concatenated transformed features. These scores are subse-
quently normalized across all neighbours of v using the softmax function to produce the

final attention coefficients o\ . Once attention scores are computed, node representations
are updated via a weighted sum of their neighbours:

W =o| > o) Whal
uwEN (v)

where ¢ is a non-linear activation function, such as ELU [16] or ReL.U.

In some cases, optional edge weights can be incorporated into the attention mechanism
[103]. These are not used to compute the attention scores directly but are instead applied
after the softmax normalisation as multiplicative factors, allowing the integration of
prior knowledge or structural importance encoded in edge features. The updated final
aggregation thus becomes:

hsjk) =0 Z agf) -edge_weight,, Whgk_l) ,
ueN (v)

where edge_weight,, is a scalar weight modulating the influence of neighbour u’s
message to node v. This approach enables GATs to be extended to cases where the graph
structure contains meaningful edge-level information (e.g., similarity scores).
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Multi-head attention

Multi-head attention, originally introduced by Vaswani et al. [109] as a key component of
the Transformer architecture for simultaneous sequence modelling in machine translation,
has since been widely adopted in other architectures, such as GAT. This mechanism
facilitates the extraction of diverse contextual features from different parts of the input
simultaneously using distinct learnable parameter sets.

Rather than learning a single attention score, the input data is distributed over n attention
heads, each with its own set of learnable query, key, and value projection parameters.
For each:

head; = Attention(X WiQ, XWE xw))

where W& WX WY e R?d are learnable query, key, and value parameters, and
dr = d/n. Scaled dot-product attention is used within each head ¢ € {1,...,n}:

. QKT
Attention(Q, K, V') = softmax Vv
Vi
At the final step, the individual outputs from all attention heads are combined via
concatenation and transformed by a subsequent linear layer, thereby concluding the
multi-head attention process:

MultiHead(X) = Concat(head, . .., head,, )W®

with WO € R¥*4 as a learnable output projection. This mechanism allows each head
to capture distinct aspects of the input—such as syntactic structure, positional cues, or
long-range dependencies—resulting in more robust and expressive representations.

Multi-head attention has since been integrated into various architectures beyond NLP,
including computer vision (e.g., Vision Transformers) and graph neural networks. In
particular, it has been adapted in GATs, where each head learns to focus on different
local substructures in the neighbourhood of a node [110]. In GATs, the input sequence is
replaced by a graph structure, and attention is computed over the local neighbourhood
of each node. For each attention head i € {1, ...,n}, the node representation is updated
as:

D =g [ 3 ald . Wk pH-D
ueEN (v)

where ag,]ff) is the attention coefficient between nodes v and u for head i, and W*:9 is a

learnable projection at k-th layer for head i. The final node representation at any given
layer is then obtained by either:

n
hE =" n) or hf = %thﬁxi)
i=1

depending on whether concatenation or averaging is used (typically, used in the final
layer). This allows the model to learn different substructures or semantic roles in the
neighbourhood of a node, enhancing expressiveness and robustness. Consequently,
GATs can learn richer and more context-aware node representations, while reducing
overfitting and stabilising training via diverse attention heads.
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Graph Normalization

Unlike Batch Normalization, which operates across samples in a batch, Graph Normal-
ization [10] performs normalisation within each individual graph. This intra-graph
approach respects the variable sizes and topologies of graphs, contributing to more stable
training and improved generalisation, particularly for graph-level prediction tasks.

The normalisation is performed as follows:

, h—a ®Eh

~ /Varlh— a O E[h]] + ¢ 0

where h is the node feature, E[h] denotes the mean of all node features in the graph,
«a is a learnable scalar that adjusts the extent of centring, and ~, § are learnable affine
transformation parameters. The operator ® denotes element-wise multiplication, and e
ensures numerical stability.

The studies have shown that integrating Graph Normalization into GNN architectures
leads to consistent improvements in both performance and convergence speed across a
range of graph classification tasks.

3.2 Matrix Decomposition

Matrix decomposition techniques are widely used in machine learning to uncover la-
tent structures within high-dimensional representations. Methods such as Principal
Component Analysis and Non-negative Matrix Factorisation help identify dominant
patterns—often referred to as principal components or latent concepts—that can be lever-
aged for interpretation, compression, or clustering. In the context of neural networks,
these decompositions are particularly valuable for mapping complex activation spaces
into more interpretable forms, enabling concept-based analysis and explanation.

3.2.1 Non-negative Matrix Factorization

Non-negative Matrix Factorisation is a dimensionality reduction technique that decom-
poses a non-negative data matrix into the product of two lower-rank non-negative
matrices [61]. For a given non-negative activation matrix 4 € RZ;?, NMF seeks to
factorize A into two lower-rank non-negative matrices: -

A~UVT,

where U € RZ§" and V € RZY" for some lower rank 7 < min(n, p), and n denotes the
number of samples (e.g., images) and p the size of feature vector (e.g., neuron activations
in a given layer of a neural network).

In the context of interpretability in deep learning, NMF has been effectively used to
identify a compact and interpretable set of latent directions in the activation space, which
acts as a concept basis CAV in concept-based explanations [121]. Here, the matrix V
contains r such CAVs, each representing a coherent direction in the feature space that
captures a recurring pattern or concept across the dataset. Meanwhile, U expresses
the activations of each input sample in terms of its contributions from the discovered
concepts.
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This decomposition yields a semantic basis in which each image can be understood
as a non-negative linear combination of concepts. The non-negativity constraint not
only ensures interpretability—since negative contributions are not allowed—but also
encourages sparsity in both U and V. This often leads to disentangled and localised
representations where only a few concepts are active per image, and each concept is
defined by a selective subset of features.

3.3 Evaluation Metrics

To assess the effectiveness of our approach, we employ both standard classification
performance metrics and specialized metrics tailored for evaluating the quality and
faithfulness of extracted visual concepts.

3.3.1 Model Performance

We evaluate the predictive performance of our trained models using common classifi-
cation metrics, such as Accuracy, F1 Score, and the Area Under the Receiver Operating
Characteristic Curve (AUC), in line with previous works [7, 85, 44].

3.3.2 Concept Quality Evaluation

To evaluate the quality of the extracted concepts, we adopt a set of five quantitative
metrics used in prior works [21, 121]. These metrics capture the desired properties of a
concept representation in terms of reconstruction error, sparsity, stability, and distribution
alignment. The metrics include:

* Relative ¢, Distance (]): Measures reconstruction quality by comparing the acti-
vation matrix A with its reconstruction UV 7. Lower values indicate more faithful
reconstruction.

* Sparsity (1): Quantifies how sparse the concept encoding U is, defined as ||ul|o/k,
where ||ul|o is the number of non-zero concept activations in the encoding vector
u € R¥, and k is the total number of concepts. This metric reflects the fraction of
concepts active for each patch—lower values indicate that fewer concepts are used,
promoting more interpretable and disentangled representations.

¢ Stability (|): Assesses how reliably the concept extraction method recovers simi-
lar concepts across different subsets of data. To evaluate this, concept extraction
method is applied on multiple K-fold splits and the resulting concepts are matched
using the Hungarian loss function. The stability score is then computed by mea-
suring the average cosine similarity between corresponding Concept Activation
Vectors (CAVs) across folds. A lower score indicates greater consistency, implying
that the method captures robust, reproducible concepts rather than artifacts specific
to a particular subset.

e (FID) (}): FID quantifies the discrepancy between the distributions of original
and reconstructed activations using the 1-Wasserstein distance [111]. A lower FID
indicates that the learned concept representations maintain the overall structure
and diversity of the original data distribution.
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¢ Out-of-Distribution (OOD) Score (}): The OOD score assesses how well recon-
structed samples remain within the data distribution. It relies on Deep-KNN [101]
score, which measures the proximity of each reconstructed point to its nearest neigh-
bours in the original dataset. Lower scores suggest reconstructions that are more
consistent with the support of the original data, indicating better in-distribution
alignment.

These metrics enable a multifaceted evaluation of concept representations beyond mere
visual coherence, ensuring they are both interpretable and structurally sound within the
model’s learned space.

3.3.3 Faithfulness Evaluation

To validate whether the extracted concepts genuinely influence the model’s decision-
making, we employ insertion and deletion tests, as described in prior works [31, 121, 51].
These tests involve perturbing the input by either inserting or removing concept-relevant
regions and observing the effect on the model’s output:

¢ Insertion Test: Measures the change in model confidence when concept-relevant
regions are gradually added back to a blurred image. A faithful concept will
significantly increase confidence upon insertion.

* Deletion Test: Measures the drop in confidence when concept-relevant regions are
progressively removed. A large drop indicates that the concept was crucial for the
original prediction.



Chapter 4
Methodology

STAGE |: Concept Basis Creation STAGE II: Learning with Concept Graphs

Input ‘ image patches

st layer intermediate layer

patch

similarity score

-

Figure 4.1: Overview of our proposed visually grounded concept-based framework. i)
Input images are divided into random crops to generate image patches, which are passed
through a frozen intermediate layer of a vision backbone. From the resulting patch
activations, a concept basis is extracted using non-negative matrix factorisation (NMF),
providing interpretable visual concepts independent of class labels. ii) In the second
stage, patch activations are systematically aggregated into concept nodes based on the
concept basis via a patch pooling mechanism, forming a concept graph. This graph
is processed by a Graph Attention Network to model inter-concept relationships. The
framework is trained in an ante-hoc manner, enabling interpretable, visually grounded
predictions.

In this thesis, we propose a two-phase framework for learning interpretable, concept-
based visual representations using ante-hoc training with graph neural networks (GNNs).
Our approach first extracts a high-level visual concept basis from the dataset, then
formulates concept graphs and performs end-to-end training that incorporates these
human-understandable concepts. The methodology consists of two main stages: i)
Concept Basis Creation, and ii) Learning with Concept Graphs (Figure 4.1). In the following
sections, we detail how each of these stages is formulated, discuss the associated design

33
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choices, and explain how the resulting concept graphs can be interpreted to provide
insight into the model’s decision-making process.

4.1 Concept Basis Generation

The automatic extraction of human-understandable visual concepts from the dataset
forms a foundational step in our proposed approach, particularly within frameworks
designed to enhance the interpretability of deep learning models. This section presents
the concept basis generation step in our implementation, which utilizes non-negative
matrix factorization (NMF), borrowed from prior work [25, 121]. This stage of the pipeline
enables us to represent and interpret images using an interpretable set of concepts
denoted by K = {k1, ko, ..., k,}, where r corresponds to the number of learned concepts
in the basis.

We begin concept generation by collecting the images for which we aim to compute a
concept basis representing existing high-level semantic features. Rather than focusing
on a specific class, we consider the entire set of images X = {x;}}_; from the dataset,
independent of their class labels. This enables us to learn a class-agnostic concept basis
that captures the model’s internal representations across all classes collectively.

Concept-based explanation methods fundamentally rely on detecting and explaining
local high-level semantic features that exist within the dataset. To achieve this, we
first create a pool of candidate concepts by extracting image sub-regions. While some
techniques use segmentation masks and inpainting to generate candidate concepts,
these approaches can introduce artefacts in latent space. Instead, we leverage the fact
that modern deep networks are commonly trained using data augmentations such as
Rand Augment, Mixup, and CutMix, which incorporate cropping operations. Following
this insight, we employ a straightforward cropping and resizing procedure, denoted by
7(-), to extract image patches, as proposed in [25].

From each image x; € X, we extract multiple sub-regions by applying 7 (), resulting
in an auxiliary dataset X' € R'*?, where each element X, = n(z;) is a crop. Using
cropping instead of segmentation and inpainting avoids artefacts while aligning with
common data augmentation strategies. Next, the cropped images X' are passed through
the intermediate layer of deep neural network g(-) C R? to obtain latent activations:

A =g(X) e R™P, @.1)

Note that, for convolutional neural networks, global average pooling is applied to convert
spatial activations into vector form. To extract a low-dimensional concept basis, we apply
NMEF to decompose the activation matrix A € R"*? into two non-negative matrices
S € R¥*" and C € RP*", where r < min(l, p), by solving:

_ : 1 T2
(8,C) = arg min SllA—SC |, (4.2)

here || - || denotes the Frobenius norm, C contains the concept-basis matrix (CAV),
while S provides the coefficients that represent each input crop as a combination of
concepts. The non-negativity constraints encourage sparsity, yielding disentangled
concepts (in C) and compact representations (in S) aligned with ReLU activations, which
aids interpretability and missing data imputation [88].

Utilizing matrix factorization, the activation of each input crop X/ can be reconstructed
as a weighted combination of concepts, given by:
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4;=)"8;;C/. (4.3)
j=1

This additive, parts-based decomposition enhances the interpretability of the model’s
internal representations, and give us ability to represent new crops using computed
concept basis C. In the Section 4.2, we will detail how we employ the parts-based
decomposition nature to formulate the concept graphs, and train our model.

4.2 Learning with Concept Graphs

Formulating concept graphs lies at the core of our proposed approach. This design draws
inspiration from Concept Bottleneck Models, where the final layer consists of a set of
interpretable concept activations that directly influence model predictions. However,
in contrast to CBMs, we ground our node features entirely within the visual modality,
bypassing the reliance on textual or manually defined concepts. To this end, we formulate
concept graphs using a Graph Attention Network in an ante-hoc fashion. GATs are
particularly well-suited for this task, as they allow for rich representation learning
while explicitly modelling interactions between concepts through learned attention
mechanisms. Representing an image I as a graph, where each node corresponds to a
specific visual concept, constitutes a fundamental component of our methodology. In the
following, we outline how this graph construction is achieved and present the general
formulation of our GAT-based framework.

Given r visual concepts from the set of concepts K, we define a graph G = (V,&,H,E,,)
consisting of 7 = |V| nodes. Each node v € V has a feature vector h, € R?, and the
collective node features are represented by the matrix H € R"*P. The edgeset £ C V x V
specifies the connectivity of the graph and each edge is represented by (u,v) € £. While
we do not introduce explicit edge features, we encode prior knowledge about inter-
concept relationships using an edge weight matrix E,, € [0,1]"*". Each entry (Ey,)qy.
reflects the strength or confidence of the connection from node u to node v, with a
value of zero indicating no connection. These edge weights are incorporated into the
attention mechanism during message passing within the GAT, enabling the model to
softly integrate concept-specific priors in a learnable and flexible manner.

4.2.1 Concept Graph Representation

One of the key limitations of existing ante-hoc explainability methods is their reliance
on heatmaps for concept localisation, which often produce ambiguous and hard-to-
interpret results. Moreover, as discussed in Section 2, many existing approaches require
manual intervention during the concept building stage [28], and often lead to sub-optimal
concept representations [31]. Our goal is to develop an automated, visually grounded
concept-based explanation method with robust and meaningful concept representations.

As discussed in Equation 4.3, the part-based nature of Non-negative Matrix Factorisation
(NMF) allows each input crop to be represented as a weighted combination of visual
concepts. We leverage this property to construct concept graphs that can capture the
structural properties of the underlying visual data distribution.

The central question is: how can an entire image z; be meaningfully represented as a
concept graph? The most straightforward approach would be to directly map image-
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level activations to graph nodes. However, rather than relying on global image features,
we aim to decompose the image into patches, enabling localised concept assignment
within the image. This is motivated by the core principle of concept-based explanations:
detecting and interpreting local high-level semantic features that emerge across different
image regions.

To achieve this, we divide each image into patches using a systematic patch extraction
process, similar to the cropping operation described in Section 4.1. However, unlike the
random cropping used during concept basis generation, we apply a structured pooling
with stride operation, denoted by ¢(-), inspired by convolutional pooling mechanisms.
Specifically, given an image x; € X, we extract multiple overlapping patches by applying
#(+), resulting in a set of patches X € R"*¢, where n indicates the number of extracted
patches. Throughout our experiments, we fix the pooling stride ratio at 0.5.

In practice, each patch may contain multiple visual concepts. Thanks to the additive
structure of NMF, we can encode the degree to which each patch expresses different
concepts and propagate this information to the corresponding concept nodes in the graph.
Rather than applying simple discrete cropping, our pooling operation systematically
slides over the image, enabling complete structural mapping of the image into its concept
graph representation.

For each patch, we first estimate its concept composition by projecting its activation
into the learned concept basis C within the intermediate feature space. To that end, the
following Non-Negative Least Squares (NNLS) problem is solved:

1 T2
s; = argrsnzlg 3 Hg(Xi) —sC HF 4.4)
where C is the learned concept basis, || - ||% indicates the Frobenius norm, and s; € R”

represents the concept composition coefficients for the patch i, with » = ||, The function
g(-) denotes the same backbone vision model used consistently throughout the entire
framework for extracting intermediate patch-level activations.
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Figure 4.2: Illustration of the patch pooling mechanism. Patch-level activations are
aggregated into concept nodes based on their concept composition coefficients s. The
process moves from left to right with stride, where the bold red rectangle indicates the
current region of focus.

Next, each patch activation is weighted by its similarity score s; and aggregated to the
corresponding concept node. This process is repeated for all patches within the image,
enabling the model to systematically aggregate local information into concept nodes. An
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illustration of this patch pooling mechanism is shown in Figure 4.4. To prevent visual
concepts that appear frequently within an image (e.g., background regions) from dispro-
portionately influencing the final node representations, we apply a normalisation term
during aggregation. Finally, we apply a soft non-linear activation function o(-), chosen
as the GELU activation [41], to promote rich, informative embeddings while maintaining
alignment with the underlying activation distribution and supporting gradient flow.

Formally, the initial feature for each concept node is computed as:

- Xz v

h =¢ <Z'”:1 9 i ) x5 ) , for each conceptv € K 4.5)
1 + Ei:l Siv

Here, s;, refers to the scalar coefficient capturing the similarity of concept v to the

embedding of patch i.

This normalised patch pooling scheme with soft non-linearity effectively integrates
information from the entire image while allowing patches containing multiple concepts
to contribute proportionally to their respective concept nodes.

Once the image information is encoded into the corresponding nodes of the concept
graph, we further leverage the learned concept basis C to guide the construction of edges
between nodes. Given the concept basis matrix C € RP*", where each column c,, € R?
represents the embedding of the v-th concept vector, we compute an edge weight matrix
E, € [0,1]"*". Each entry (E,, )y, encodes the cosine similarity between concept vectors
c, and c,.

Cy,-C

cos(Cy,Cy) = — (4.6)
T leullz2 llewll2

(Ew)uy = cos(Cy, ;) 4.7)

This construction is designed to ensure that only semantically similar concepts exchange
information during message passing, preventing information smoothing and enhancing
the robustness of the learned concept graph.
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Figure 4.3: Concept graph representation example based on the edge weight matrix
E,, and feature vectors h,. Nodes represent concept embeddings, and edges encode
pairwise cosine similarity. Edges with weak similarity are removed.

To illustrate an example structure of the concept graph, we provide a simplified example
in Figure 4.3. Each node represents a distinct visual concept from the learned concept
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basis, while edges are weighted according to the pairwise cosine similarity of the corre-
sponding concept embeddings, as defined in Equation 4.7. To avoid message passing
between weekly related concepts, edges with lower similarity are explicitly removed
by setting the corresponding E,, entries to zero. As a result, the concept graph forms a
sparse structure that preserves only meaningful semantic relationships. Self-loops reflect
each concept’s self-similarity, with their strength indicating the internal consistency of
the corresponding concept embedding.

4.2.2 Graph Modelling

Our Concept Graph model is designed to learn semantically structured representations of
images by encoding vision embeddings into disentangled concept nodes. While semantic
information is already incorporated into the corresponding concepts at the initial graph
level, we apply a series of graph layers to capture the underlying relationships between
concepts. This further enables projecting the high-dimensional concept embeddings
into a lower-dimensional, more interpretable space, while explicitly modelling inter-
concept interactions. The node embeddings of the final graph layer, which preserve
the original graph structure but with reduced dimensionality, are then aggregated and
passed through a projection layer to produce the final logits for prediction.

In essence, the core idea of our architecture follows the encoder-bottleneck paradigm,
where rich visual information is progressively distilled into compact, semantically mean-
ingful graph representations.

Architecture

The core of the proposed framework employs a stack of GAT layers to model interactions
between concept nodes in the constructed graph. Specifically, the network consists of
two sequential GAT layers, each designed to progressively learn the node embeddings
while reducing their dimensionality.

This shallow GAT architecture is motivated by empirical findings in prior works [110, 79],
which demonstrate that stacking a small number of GAT layers effectively captures
local and moderately higher-order dependencies without introducing over-smoothing
or overfitting. While deeper GNN architectures theoretically allow information aggre-
gation from more distant nodes, they often suffer from over-smoothing, where node
representations become increasingly similar and lose discriminative power. Moreover,
excessive depth increases computational complexity and may hinder model convergence,
particularly in scenarios with limited data.

Given the limited number of visual concepts in our setting, the resulting graph structure is
inherently shallow, consisting of only 10 to 15 nodes. As a result, aggregating information
from distant nodes is unnecessary. For robust learning, we adopt a simple yet effective
two-layer GAT structure. Each GAT layer is followed by Graph Norm and a non-linear
activation function. To ensure stable and balanced learning, Graph Norm is applied
prior to graph-level pooling, preventing nodes with excessively large activations from
disproportionately influencing the aggregated representation.

Attention coefficient at the k-th layer and for the i-th attention head is computed as
follows:



39

exp (LeakyReLU (o7 [WOR{ ™ | wikon{ V] ))

ki) —

vUu

ZUIEN(U) exp (LeakyReLU (aT {W(k,i)hg)k—l) I W(kvi)h(uic_l)} )) (4.8)

where W) is the learnable weight matrix for the i-th attention head at layer %, a
is a learnable attention vector, || denotes vector concatenation, and N (v) denotes the
set of neighbouring nodes of node v, including v itself to account for self-loops. This
formulation allows the model to compute attention scores based on pairwise feature
similarity between nodes, while incorporating learnable parameters and edge weights.

After computing the initial node features h{” e rr using Equation 4.5 and the edge
weights (E,,),, with Equation 4.7, we can formulate our GAT network as follows.

The first GAT layer with ny, attention heads is defined as:

h(V =" o | Y aly? - (By)ow - WO (4.9)
ueN (v)
here W (19 ¢ RPX™ projects the input node features to a lower-dimensional space R™,
proj P P

with m < p, and o(+) is the non-linear activation function (ELU). The outputs from both
attention heads are concatenated along the feature dimension.

We apply Graph Norm and non-linearity to obtain the updated node features:

hfjl) =0 (Grathorm (ﬁg”)) (4.10)

The second GAT layer also uses nj, attention heads, but aggregates them via averaging
rather than concatenation:

fl1(12) = Z o Z aZ9 . (Ew)vu : W(zj)hgl) (4.11)

where W21 ¢ R™*= fyrther reduces the feature dimension to R?, with z < m.

Graph Norm and non-linearity are again applied to obtain the final node representations:

hS,Q) =0 (Grathorm (fl,(u2))> (4.12)

Projection Layer

After updating all concept nodes h{? € R* for each v € V at the final graph layer, the
node embeddings are stacked to form the matrix:
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where r is the number of concept nodes and z is the final node feature dimension.

Next, we apply average pooling over all nodes to obtain a single graph-level embedding:

~ 1
h=-Y h® cRr? 413
Z\j} P e (413)

The graph-level feature vector h is processed by a a final projection layer and a softmax
function to produce the class probabilities:

§ = Softmax (Wirosh + byro, ) (4.14)

where, W, € Rz ig the learnable weight matrix of the projection layer, by,oj € Rout
is the bias term, out is the number of output classes for the prediction task.

4.2.3 Final Training Objective

The final prediction logits are obtained by passing the graph-level embedding through a
fully connected projection layer, as described in the previous section. Since our task is
formulated as a classification problem, we train the entire framework in an end-to-end
manner using the standard categorical cross-entropy for multi-class classification.

Given a batch of N training examples, let y; . € {0, 1} be the ground-truth indicator for
class c of the i-th example, and let y; . € (0, 1) be the predicted probability for class c,
produced by the softmax layer. The categorical cross-entropy loss is defined as:

N out

Lop = 3D yiclos (i) (4.15)

i=1 c=1

To promote sparsity and enhance interpretability, we additionally apply an ¢ -regularisation
term on the projection layer weights W ,..;. The final loss function becomes:

L= ECE + A prroj Hl (416)

here )\ is a regularization hyperparameter controlling the penalty strength.

The objective of training is to minimise £ with respect to the learnable parameters of the
model, which include the concept graph construction, GAT layers, and final projection
layer. The backbone vision model used to extract intermediate activations remains frozen
throughout training. Consequently, the learned concept basis, obtained via non-negative
matrix factorisation (NMF), is also unaffected by the optimisation process. This design
ensures that concept generation remains decoupled from the downstream classification
task, promoting stability and interpretability of the learned visual concepts.

4.3 Explaining Concept Graphs

Taking advantage of the proposed design structure, our framework provides visually
grounded, concept-based explanations at both local and global levels. Once the concept
graph for a given image has been constructed and processed by the GAT, we obtain the
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final node embeddings, which capture both the semantic content of each visual concept
and their interactions. These embeddings are then used to systematically quantify the
contribution of each concept and image patch to the model’s output, enabling a structured
analysis of the underlying decision-making process.

Overall, our proposed explainability method offers the following properties :

¢ Concept-based explanations: Model decisions are grounded in high-level, in-
terpretable visual concepts, providing global guidance for the model’s decision-
making process.

* Patch-level localisation: The propagation of concept importance to image patches
enables the visualisation of regions that contribute most to the prediction, offering
a more interpretable alternative to low-level pixel importance maps.

4.3.1 Concept-Level Explanation

1st layer intermediate layer

| I
| I
| I
| I
—_—
| Input image patches . ‘
| I
| I
| patch activation |
| I
| I
| I
| I
| I
| I
| I
| I
| I

patch
i>® }m

contribution
concept

contribution

Figure 4.4: Simple diagram of the explanation framework. Nodes in the final layer act as
bottlenecks, and the contribution of each patch is traced back from these nodes to the
patch-level activations.

After processing the concept graph with the GAT, each concept node ¢ € K is associated

with a final node embedding hl@) € R?, where 2z is the reduced embedding dimension.
The model’s final prediction is obtained by applying a linear projection to the graph-
level representation, as described in the previous section. To compute the importance
of each concept for the given class of interest ¢, we use the learned projection weights

W(C)

broj € R?, resulting in the following contribution score for each concept:

C ) — wi©)
ConceptScore(i, c) = W .

n® 4.17)

This formulation provides a direct and interpretable measure of how much each concept
contributes to increasing the logit score for the given class c. Higher attribution values
indicate concepts are more important for the model’s decision-making.
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4.3.2 Patch-Level Explanation via Concept Propagation

In addition to concept-level explanations, our framework provides patch-level attribu-
tions by propagating concept influence down to the image patches. Recall that during the
patch pooling step (Equation 4.5), each patch j is associated with a set of learned concept
composition coefficients s;,, reflecting the degree to which patch j expresses concept
v. Leveraging the shallow nature of our GAT network, we can compute the overall
influence of each patch on the final prediction by applying the chain rule to take the
derivative of the prediction with respect to the patch j. Due to the linear aggregation and
projection in our model, the gradient of the class logit with respect to any concept node
embedding is constant across nodes. We therefore replace it with a forward-pass-based
contribution at the top of the chain rule to better capture each node’s actual influence
on the prediction. Doing this, we compute the gradient flow from the prediction back
to all final concept nodes, and subsequently from all the concept nodes to the selected
patch j, as informed by the patch pooling mechanism. The limited depth of the model
helps prevent gradient saturation, ensuring that the gradient signal remains informative
throughout this process. The resulting attribution reflects how the final contribution
of each patch depends on both its assigned concept composition coefficients and the
downstream sensitivity of the output to the concept nodes. The patch-level attribution
can computed as follows:

dh
PatchScore(j,c) = (ConceptScore(v, c)- > ) (4.18)
Q%:C 99(X;)

This approach enables attribution of model predictions to specific image regions, while
preserving alignment with the concept graph structure.

4.4 Design Considerations

Determining the size r of the concept set K is a crucial design decision, as it directly
influences the expressiveness, interpretability, and class-discriminative power of the
resulting concept basis. To guide this choice, we propose a simple unsupervised strategy
that favours settings where concepts are both semantically meaningful and class-specific.

More specifically, we aim to identify a value of r that produces a set of concepts which
are (i) highly discriminative—that is, each concept is strongly associated with a single
class—and (ii) balanced—meaning that all classes are represented roughly equally in
the set of discriminative concepts. We call the resulting metric the disentanglement score,
which we use to select the optimal number of concepts r*.

The disentanglement score is calculated through the multiple steps. We first quantify how
class-specific each concept is. Let 7; C {1,..., N} denote the top—¢% of patches most
strongly activating concept :

Ti={i Uy > 1}, 7= Pio—q (Us)- (4.19)

Given out classes, we compute the class distribution of these top-activating patches:

1
Riczizl[yj:d, ce{l,..., out}.
|7;|j€7§
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The discriminativity of concept i is defined as the dominance of its most frequent class:

Di = HIZ:LX Rim (420)

where D; € [ﬁ, 1]. Concepts with D; close to ﬁ are considered class-agnostic.

We assign each concept to its dominant class ¢} = arg max. R;. if D; exceeds a predefined
threshold 6; otherwise, it is treated as ambiguous and excluded from further analysis.

Let D = {i | D; > 6} denote the set of discriminative concepts, with size d = |D|. For each
class ¢, let n. = |{i € D | ¢f = c}| be the number of discriminative concepts assigned
to that class. We define the ideal per-class allocation as 7 = d/out, and propose the
following disentanglement score:

out

D(r)zéZDi ~a L

Ne 1
“ out
i€D c=1

d  out

, (4.21)

where A > 0 controls the strength of the penalty for class imbalance.

The first term encourages highly class-specific concepts, while the second penalizes
unbalanced allocations. Class-agnostic concepts (those with D; < ) do not contribute to
the score. We compute this score for different values of r and select r* = arg max, D(r)
as the optimal number of concepts.

When D; ~ 1 for most concepts in D, and n. =~ 7 for all classes, the score is maxi-
mized—indicating a highly disentangled and well-balanced concept set. Conversely, if
many concepts are ambiguous or heavily skewed toward a few classes, the score is lower,
suggesting that a different » would yield better interpretability.

In practice, we observe that for top-10% and A = 1.0, class-aligned concept structures
tend to emerge when r € [5,15], yielding the best trade-off between semantic clarity and
class discrimination. Notably, this selection method prioritizes interpretability and class
alignment over predictive performance.

4.5 Further Evaluation

Patch Localisation Evaluation

To evaluate the spatial fidelity of patch-level localization produced by our model, we
quantify the alignment between conceptually important patches and pathologically
relevant areas. The relevant regions are defined by segmentation masks generated
using DeepLabV3 [13], a state-of-the-art semantic segmentation model trained on the
HAM10000 dataset [106]. More precisely, we aim to understand what proportion of the
top-ranked patches (as identified by our model) fall within the lesion area highlighted by
the segmentation.

Let S C P denote the set of patch indices whose spatial regions intersect with the
segmentation mask, and let T' C P be the set of top-|S| most important patches as ranked
by the model. To ensure meaningful alignment, we introduce an overlap threshold
a € [0,1]. A top patch is considered valid only if at least « proportion of its area overlaps
with the segmentation mask.

Formally, for each patch p € T, let A(p) be the area of the patch and A(p N Seg) the area
of its intersection with the segmentation mask. We define the set of valid patches as:
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The localisation ratio R,, is then defined as:

|SNT,|
R, =
S|

This metric captures the extent to which top-ranked patches align with clinically meaning-
ful lesion regions, providing insight into the correspondence between model explanations
and medical relevance. By varying the overlap threshold «, we can further explore the
trade-off between explanation sparsity and localisation fidelity.



Chapter 5
Experiments and Results

In the recent years, deep neural networks with concept bottlenecks have re-emerged as
an essential line of research for building inherently explainable models. While effective,
this approach relies on expert-annotated concepts for each image, which limits scalability.
Moreover, it is based on a critical assumption: the pre-trained model already implic-
itly encodes the predefined textual concepts (i.e., clinical annotations). Consequently,
the faithfulness of existing concept predictors to their underlying concepts remains a
challenge. This, in turn, can make concept bottleneck interpretability fragile, as it may
occasionally depend on spurious semantic features.

To address these, we propose building an interpretable model based solely on visual
features. In this chapter, we present our empirical findings on constructing a part-based
concept bottleneck model with a graph neural network, specifically in the context of
medical image analysis. Through a series of quantitative and qualitative experiments,
we evaluate the effectiveness of the proposed framework.

5.1 Dataset

To evaluate our framework in both general-purpose and domain-specific settings, we
employ four publicly available datasets. These datasets span natural image classification
and medical imaging tasks, with a particular focus on skin lesion analysis.

* ImageNet [58]; A large-scale image dataset widely used for benchmarking deep
learning models in image classification. It contains approximately 1.2 million
labeled images across 1,000 object categories.

* HAM10000 [106]; A comprehensive dermoscopic image dataset targeting pig-
mented skin lesions with 7 categories. It consists of over 10,000 high-resolution
images with expert annotations, supporting research on automated skin lesion
detection and classification.

* Derm7pt [89]; A curated dataset of 1,011 dermoscopic images annotated with

45
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clinical metadata based on seven dermoscopic concepts. It serves as a valuable
resource for interpretable skin lesion classification research.

e PH? [75]; A dermatology research dataset containing 200 dermoscopic images for
melanoma detection. The dataset provides detailed diagnostic labels and lesion
segmentation masks.

The Derm7pt and PH? datasets serve as the main benchmarks in our experiments. Follow-
ing Patricio et al. [83], we partition both datasets into two classes: Nevus and Melanoma.
The Derm7pt dataset is filtered to obtain 827 dermoscopic images, which are then divided
into the Nevus and Melanoma classes. The PH? dataset consists of 200 dermoscopic
images, including 40 Melanomas, 80 Common Nevi, and 80 Atypical Nevi. As in previous
works, both Common and Atypical Nevi are grouped into a single Nevus class.

We also include the HAM10000 dataset in our experiments. In line with previous
work [7, 36], we restrict our analysis to two dermoscopic image types for binary clas-
sification: approximately 1.1k Melanoma images representing the malignant class, and
approximately 6k Melanocytic Nevi images representing the benign class.

5.1.1 Data Preparation

In our experiments, each dataset is partitioned into 70% training, 15% validation, and
15% test subsets. However, since the PH2, Derm7pt, and HAM10000 datasets exhibit
imbalanced class distributions, we trained on a balanced version of the data, while the test
and validation sets remained in their original state. To achieve this, we oversampled the
under-represented classes by including additional copies of their samples. Importantly,
these were not exact duplicates: each copy was augmented with transformations from
the training pipeline. Moreover, to achieve a fair concept generation for medical datasets,
NMF was also applied to a balanced dataset split.

For the medical datasets (PH2, Derm7pt, HAM10000), the training augmentation con-
sisted of resizing, center cropping, random 90° rotations, and horizontal flips, while
evaluation used only resizing and center cropping. For the ImageNet dataset, we applied
the standard augmentation scheme of random resized cropping, horizontal flipping,
and color jitter during training, and resizing with center cropping for evaluation. No
additional augmentation is applied to the validation and test splits in any of the datasets.

5.2 Experiment Setting

5.2.1 Backbone Models

Our framework consists of two main stages, as described in Chapter 4: Concept Basis
Creation and Learning with Concept Graphs. In the first stage, we generate the concept basis,
and in the second stage, we represent images as concept graphs based on the learned
concept basis and perform end-to-end training. One of the most essential components of
both stages is the backbone model, through which we obtain the latent visual embeddings
at an intermediate layer, denoted as ¢(-). This backbone model remains frozen during
training and is only used to extract visual cues.

While the backbone models we employ are deep vision architectures capable of extracting
visual patterns across different datasets, we experiment with multiple backbone models
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Melanoma

y 'R‘ = Y

Figure 5.1: Example dermoscopic images from the PH? dataset. The top row shows
Nevus samples, while the bottom row displays Melanoma images.

to investigate how the quality of concept generation is influenced. For this purpose,
we use the DenseNet-201 [46], ResNet50 [40], and MobileNet-V2 [92] architectures.
ResNet50 serves as our primary backbone model for comparative purposes, as it is the
best-performing model and has been widely used in related studies. The remaining
models are included to assess the impact of the backbone choice on overall performance.

* ResNet-50; Is a widely used deep CNN model consisting of 50 layers. It relies
on residual connections, which allow the network to bypass certain layers during
training and help address the vanishing gradient problem. Widely regarded for
its effectiveness in image classification tasks, it serves as a reliable baseline in my
research studies.

* DenseNet-201; Is a deep CNN architecture with 201 layers. It uses dense connec-
tions, where each layer takes in feature maps from previous layers, facilitating
feature reuse and improving gradient propagation. While capable of extracting
detailed features, it can be memory intensive.

* MobileNet-V2; While it has a similar range of depth as the ResNet-50 model,
it relies on inverted residuals and linear bottlenecks to reduce computational
overhead. While it sacrifices some accuracy compared to larger models, it offers
significant advantages in speed and memory usage.

All backbone models are pre-trained on the ImageNet dataset to ensure that they are capa-
ble of extracting general visual features relevant to downstream tasks. For DenseNet-201
and MobileNet-V2, we use the output of the final convolutional layer as the intermediate
feature representation. For ResNet-50, we use the output of the last convolutional block,
prior to global average pooling. The pre-training enables the backbones to provide mean-
ingful latent representations, which serve as the foundation for both concept extraction
and subsequent concept graph construction in our framework.

5.2.2 Concept Number and Patch Size

Determining the appropriate patch size and the number of concepts r is a crucial design
choice, as it directly affects the fidelity, interpretability, and discriminative power of the
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learned concept basis. To investigate the effect of the number of concepts and patch size
on prediction performance, we conducted a series of experiments on the PH? dataset.
In these experiments, we systematically varied both the patch size and the number of
concepts and evaluated their impact on both model performance and the quality of the
extracted concepts.

AUC (%) vs Patch Size
98 97.5

95.0 95.0 95.0 95.0 950

925 925

%/o

AUC Score (%)

10 20 30 40 50 60 70 9% 100 120 130 140 150

80
Patch Size

Figure 5.2: Shows the AUC scores of our proposed model under varying numbers of
patch sizes used for concept generation and formulation. The concept number in this
experiment is fixed to 15.

In the first experiment, we assessed the effect of patch size by varying its value while
keeping the number of concepts fixed at 15. We observed the model performance
(measured in AUC score) under varying patch sizes from 10 x 10 to 150 x 150. Our results
indicate that while slightly larger patches tend to yield better results, the performance
remains relatively stable across a range of patch sizes, as illustrated in Figure 5.2.

In a second experiment, we fixed the patch size at 70 x 70 and varied the number of
extracted concepts from 2 to 40. As can be seen in Figure 5.3, the AUC score remains
stable across different concept counts, indicating that the model’s predictive performance
is not highly sensitive to the number of concepts. For further evaluation, we evaluated
the quality of concept generation (Figure 5.4). A low number of concepts (e.g., fewer than
10) results in general but non-specific concepts, which limits interpretability. Increasing
the number of concepts improves concept reconstruction quality and sparsity, but when
the number exceeds 20, the representations tend to become less stable, likely due to
over-fragmentation or redundancy. This reflects a typical behaviour in NMF, where too
many components may dilute the semantic coherence of the concept basis.
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Figure 5.3: Shows the AUC scores of our proposed model under varying numbers of
concepts used for concept generation and formulation. The patch size in this experiment
is fixed at 70 x 70.
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Figure 5.4: Shows the reconstruction error, sparsity, and stability scores of our proposed
model under varying numbers of concepts used for concept generation and formulation.
The patch size in this experiment is fixed at 70 x 70.

Our initial analysis suggested that our cropping and resizing procedure 7(-) is robust, and
the overall model performance does not necessarily depend on precise patch granularity.
Therefore, patch sizes can be selected flexibly within a reasonable range, balancing local
detail and semantic abstraction. To that end, we set the patch size to 70 x 70 in all our
experiments. However, it is also worth noting that this flexibility may be attributed to
the nature of medical dermatology datasets, where semantic cues are often localized and
concentrated near the centre of the image.

In contrast, the design consideration for selecting the number of concepts is not as
straightforward for several reasons: a larger number of concepts dilutes semantic co-
herence; the choice of concept number should not be driven by predictive performance
but by explainability; and the number of concepts should ideally be selected automati-
cally. Therefore, to determine the number of concepts r, we followed the unsupervised
selection strategy described in Section 4.4. This approach aims to identify the most
disentangled set of concepts, thereby enhancing both the expressiveness and semantic
clarity of the generated concept basis.

For example, for the PH? dataset, using 10 concepts yielded the highest disentanglement
score, as shown in Table 5.1. This result reflects an optimal trade-off between concept
discriminativity and class balance for the binary classification case (Nevus and Melanoma).
Specifically, the model achieved a balanced class distribution of [4, 4] among the top
concepts, with only two concepts identified as class-agnostic or associated with more
generic features. This suggests that the discriminative concepts are well distributed across
both classes. Moreover, the average per-concept discriminativity (Avg D; = 0.7413) is
relatively high, meaning that most concepts are strongly aligned with a single class. See
Table 5.1 for the full comparison.

Nevertheless, it is important to note that a high average discriminativity score does not
imply complete disentanglement. Due to the additive nature of non-negative matrix
factorization, some degree of overlap or semantic blending may persist—especially
for visual patterns shared across different lesion types. Our objective is to select the
most disentangled concept representations possible to ensure coherent and interpretable
concept generation.
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# Concepts Avg D; Class Split Penalty Score

6 0.7373 [4, 2] 0.1667  0.5706
7 0.7471 [4, 2] 0.1667  0.5804
8 0.7951 [3,2] 0.1000  0.6951
9 0.7361 [4, 4] 0.0000 0.7361
10 0.7413 [4, 4] 0.0000  0.7413
11 0.7649 [3, 4] 0.0714  0.6935
12 0.7531 [4, 5] 0.0556  0.6975

Table 5.1: Disentanglement score statistics on PH2 dataset for concept counts from 6 to
12. Best score is given in bold, second-best score is underlined. We set the A = 1.0 and
top—10% in our experiment.

5.3 Quantitive Evaluation

The goal of this section is to study the effectives of our proposed framework for inter-
pretability. To that end, we examine the following questions:

1. Can concept extraction methods be effectively employed for concept generation in
a medical imaging setting? If so, how effective is the method we utilize compared
to others?

2. At what cost does interpretability come? Is the drop in prediction accuracy negligi-
ble?

3. How does our method compare with other concept-based explainability approaches
in the medical domain?

4. Analysis of Explainability and Localisation: Are the learned concepts and localisa-
tion faithful to the prediction process?

5.3.1 Evaluation of Concept Generation

While concept extraction methods have been successfully applied to general-purpose
datasets such as ImageNet, the quality of concept generation in these settings has not
often been scrutinised. This is largely because concept quality can be easily assessed in
such datasets due to the rich, high-level semantic information present in natural images.

In our framework, concept extraction serves as a fundamental pillar. However, categoris-
ing and assessing skin lesion datasets can be considerably more challenging compared
to general-purpose datasets, as skin lesion images often exhibit more fine-grained and
subtle visual details. Therefore, it is critical to ensure that concept extraction techniques
used for concept generation are indeed applicable to medical imaging datasets in the
first place.

Before proceeding with our method, we first aim to evaluate the extent to which es-
tablished concept extraction techniques—namely PCA, K-Means, and NMF—can be
applied to medical imaging datasets, specifically skin lesion datasets. To this end, we
compare the performance of these concept extraction methods on both a semantically
rich dataset (ImageNet) and a skin lesion dataset. We employ a set of quantitative metrics,
including sparsity, reconstruction error, stability, FID, and out-of-distribution (OOD) scores
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(as discussed in Section 3.3), to assess the effectiveness of each method in both general
and medical imaging contexts.

Relative /5 (])
Den / R50 / Mob

Sparsity (1)
Den / R50 / Mob

Stability (|)
Den / R50 / Mob

FID ()
Den / R50 / Mob

OO0D ()
Den / R50 / Mob

PCA 0.59 /038 /043 0.00/0.00/0.00 033/028/036 477/11.6/121 0.34/0.15/0.19
K-Means 0.66 /0.50/054 096/096/09 0.04/0.01/0.03 940/439/413 028/014/0.17
NMF 0.58/040/046 041/036/041 0.14/009/012 69.2/238/254 0.32/0.16/0.20

Table 5.2: Concept extraction comparison on ImageNet. Den, R50, and Mob denote
DenseNet-201, ResNet-50, and MobileNet-V2. Concepts are extracted from the final
activation layer of the networks. Results are obtained from a set of ~2.5k images for two
semantically similar classes, Ambulance and Recreational Vehicle.

Across both datasets, the behaviour and relative performance of PCA, K-Means, and NMF
remain consistent (see Tables 5.2 and 5.3). We also observed that ResNet-50 consistently
outperforms the other backbone models in terms of relative error, sparsity, stability,
and out-of-distribution (OOD) scores across both datasets. In summary, our findings
demonstrate that while PCA consistently achieves the best reconstruction accuracy, it
produces dense, less interpretable representations and lacks stability. K-Means maintains
very sparse, highly interpretable concept structures, though it continues to struggle with
reconstruction error and plausibility. NMF consistently offers a balanced compromise,
combining moderate sparsity with strong reconstruction quality and stable, interpretable
concepts. This, therefore, justifies our choice of NMF for concept basis generation.

Relative /5 (])
Den / R50 / Mob

Sparsity (1)
Den / R50 / Mob

Stability (|)
Den / R50 / Mob

FID (})
Den / R50 / Mob

00D ()
Den / R50 / Mob

PCA 041/027/030 0.00/0.00/0.00 033/037/039 736/144/118 0.13/0.06/0.07
K-Means 0.50/0.37/041 096/096/09 0.04/002/003 21.1/738/515 0.10/0.05/0.05
NMF 040/028/032 034/035/040 0.09/0.07/011 13.4/321/287 0.11/0.06/0.07

Table 5.3: Concept extraction comparison on the large-scale dermoscopic image dataset
of pigmented lesions, HAM10000. Den, R50, and Mob denote DenseNet201, ResNet50,
and MobileNetV2. Concepts are extracted from the final activation layer of the networks.
Results are obtained from a set of ~10k images from all classes of HAM10000.

Notably, both reconstruction error and FID scores are generally lower on the HAM10000
dataset compared to ImageNet, likely due to the simpler and more homogeneous nature
of medical images. More importantly, our findings demonstrate that concept extraction
methods originally developed for natural image datasets like ImageNet can be successfully
adapted to medical imaging tasks such as those in HAM10000.

Overall, this suggests that concept-based explanations using NMF are transferable and
effective in medical contexts, providing a strong foundation for interpretable, concept-
driven Al in healthcare applications.

5.3.2 Performance Trade-off

The advantage of our model over black-box methods lies in its inherent interpretability.
By using unsupervised visual concepts to build a structured, patch-based graph repre-
sentation, our model offers an insight into how and why a decision is made—something
the standard ResNet model lacks. However, in this section, we aim to examine the cost
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at which this interpretability comes. Is the drop in prediction accuracy negligible? To
answer this, we conduct experiments on both the ImageNet and HAM10000 datasets.

The results across both datasets reveal differing scales of performance trade-off between
the standard classification model (baseline ResNet-50) and our proposed part-based
Concept-Graph bottleneck model.

On the ImageNet subset (Table 5.4), which includes semantically similar classes (Ambulance
and Recreational Vehicle), the ResNet-50 baseline significantly outperforms all concept-
based variants across all metrics—AUC, Accuracy, and Fl—achieving around 97.0%
respectively. In contrast, all versions of our model exhibit a consistent drop around
1.0-3.0% in performance across all metrcices, while still showing significant prediction
ability, around ~96.0% accuracy. Among our backbones, DenseNet slightly outperforms
the others, although it still lags behind the baseline. MobileNetV2 shows the lowest
accuracy, which may be attributed to its lower representational capacity and higher
variance, as reflected in its broader standard deviation margins.

AUC ACC F1
R50 (baseline) 97.580,35 97.440'32 97.360,44
Ours (RSO) 96.370_54 94.550_24 95.550,42

Ours (DenseNet) 96-900.68 95.340_67 95.810'71
Ours (MobileNet) 96.10g.95 93.560.62 94.701 02

Table 5.4: Performance comparison between ResNet-50 and our proposed part-based
Concept-Graph bottleneck model using three different backbone architectures on two
semantically similar classes (Ambulance and Recreational Vehicle) of ImageNet. Underline
indicates the best result. The performance is reported as meangy across multiple runs on
test set.

The HAM10000 results (Table 5.5) show a similar outcome. While the ResNet-50 baseline
again achieves the highest AUC (93.57%), ACC (92.35%) and F1 score (90.34%), our
concept-based model delivers comparable results, without significant performance drop.
This suggests that the Concept-Graph model is capable of achieving acceptable prediction
accuracy on medical datasets as well. Among the backbones, the DenseNet201-based
model offers the best trade-off, with ResNet-50 following closely. Similarly, MobileNetV2
underperforms slightly across all metrics, though the gap is narrow.

The performance gap observed between baseline model and our model in both datasets
might highlight the limitations of visual concept bottlenecks in handling complex, large-
scale tasks. Two key factors likely contribute to the performance gap. First, concept
extraction quality can be lower due to high visual diversity and less structured seman-
tics. Second, our patch-based graph architecture may struggle to capture long-range
dependencies and spatial relationships when semantic information is scattered across
the image. Moreover, the fragmentation of input images into patches can lead to a loss of
important spatial context. These findings suggest that while our method is suitable for
medical imaging tasks with localized semantics, further architectural improvements are
needed to make it effective on more complex datasets.

5.3.3 Benchmark Comparison

This section presents a quantitative comparison between our method and existing
concept-based explainability approaches on two skin lesion diagnosis datasets: Derm7pt
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AUC ACC F1
R50 (baseline) 93.570,95 92-350.82 90.340‘74
Ours (RSO) 91.230_94 87.030,55 87.890,40

Ours (DenseNet) 91.830_54 88.670_79 88.450,49
Ours (MoblleNet) 90.641_17 86.011_08 8718134

Table 5.5: Performance comparison between ResNet-50 and our proposed part-based
Concept-Graph bottleneck model using three different backbone architectures on the
HAM10000 skin lesion dataset. Models are trained on the Melanoma and Melanocytic
Nevi classes. Underline indicates the best result. The performance is reported as meangg
across multiple runs on test set.

and PH?. Following prior work, we evaluate all methods under the same binary clas-
sification task (Nevus vs. Melanoma). The results are compares on test set. Unlike
previous approaches that rely heavily on supervised concept annotations—such as clini-
cal attributes or manually defined bottlenecks—our framework is entirely unsupervised
and visually grounded. The objective of this comparison is to assess how our method
performs relative to supervised alternatives (see Table 5.6).

Method ‘ Derm7pt ‘ PH?

\ AUC ACC F1 \ AUC ACC F1
Sarkar et al. [93] 76.222,06 73.891,47 66.811,23 79~330.62 88.003,26 79.662,11
PCBM [119] 7296144 7698121 71.04138 | 7833117 89.33189 81.49: 57
PCBM-h [119] 83.27114 79.89989 7448137 | 9232147 90.67189 83.30255
CBE [83] 76.600.35 83.750.26 78130944 | 97.59.00 96.000.00 93.89.00

MICA (W/ bOt) [7] 84.111,10 82.201_31 78.081.22 97.661,24 96.003,26 94-401.48
MICA (W/O bOt) [7] 85.591'11 8394131 79.381.22 98.181.43 98.671_89 95-341.18

CW [14] 86.500.40 83.850.48 80.000.75 - - -
CAW [44] 88.60010 84.79979 81.34 35 - - -
Ours ‘ 84.761'37 81.480_71 80.690.60 ‘ 88.812.14 87.201_78 91.601.67

Table 5.6: Quantitative comparison of our method against state-of-the-art supervised
concept-based approaches for skin cancer diagnosis. All methods, including ours, are
built upon the ResNet-50 architecture for feature extraction to ensure a fair comparison.
Results are reported as meangy across multiple runs on the test set. The best score is
shown in bold, and the second-best is underlined. The benchmark results are reported
as stated in the corresponding publications.

To aid the comparison, we briefly outline how each compared method incorporates
concepts within the bottleneck modelling paradigm, including their supervision type
and use of concept representations.

* Sarkar et al. [93]: An ante-hoc CBM that uses manually annotated clinical concepts
as a bottleneck. Concepts are explicitly supervised and directly used for prediction.

e PCBM / PCBM-h [119]: Post-hoc concept bottleneck models that project image
embeddings onto a concept subspace defined by CAVs or vision-language embed-
dings. PCBM uses these projections for prediction, while PCBM-h adds a residual
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connection from embedding space to sparse prediction layer to capture information
not explained by the concept space.

CBE [83]: A supervised CBM that disentangles CNN feature maps into concept-
specific filters using clinical annotations. It enforces uniqueness, semantic align-
ment, and spatial coherence to ensure that concepts are interpretable and localized.
It is tailored for medical diagnosis, relying on manually defined clinical concepts.

e MICA (w/ bottleneck) [7]: A supervised CBM using a multi-level image—-concept
alignment strategy. It depends on ground-truth concept annotations per image and
uses a concept bottleneck structure to make predictions.

* MICA (w/o bottleneck): A weaker bottleneck-free variant of MICA that still aligns
image regions, concept tokens, and diagnostic labels across multiple levels, but
removes the concept prediction constraint, offering more flexibility. However, it
still requires concept annotations for alignment, making it non-scalable to datasets
without labelled concepts.

¢ Concept Whitening (CW) [14]: Not a CBM in the strict sense, but a technique that
rotates and decorrelates latent representations so that each feature axis corresponds
to a disentangled concept direction. It uses concept supervision to ensure that each
whitened direction captures a distinct concept.

* Concept Attention Whitening (CAW) [44]: An extension of CW that applies at-
tention to enhance the alignment between concepts and specific image regions,
improving interpretability while preserving classification performance.

® Ours: A fully unsupervised, visually grounded CBM that discovers and learns
concepts directly from images without any concept annotations, offering scalable
interpretability.

As shown in Table 5.6, the best overall performance on Derm7pt is achieved by CAW
method, with the highest AUC (88.60), ACC (84.79), and F1 (81.34) scores. Both CW
and MICA (w/o bot) methods follow closely, delivering strong results but still relying
on annotated or textual concept supervision. While our method does not surpass the
top-performing approaches, it remains competitive, achieving AUC: 84.76, ACC: 81.48,
and F1: 80.69. This places it on par with or ahead of several earlier methods, including
methods such as PCBM, CBE, and MICA (w/ bot). On PH? dataset, our model shows
resaonable AUC (88.81), ACC (87.20), and F1 (91.60) scores, despite using no expert
supervision. This marks an improvement over the performance of CBM-based models,
specifically PCBM and PCBM-h methods. Overall, these results highlight our model’s
ability to generalize and perform reliably even on small datasets. Our model performs
slightly better on the Derm7pt dataset compared to the PH? dataset. This difference may
be due to the smaller size of PH?, which makes it less effective for concept learning with
NME.

Although our model falls behind the top performing methods, it performs comparably to
top supervised concept bottleneck models, despite requiring no annotated concepts. This
competitive performance is particularly notable given its fully unsupervised concept
discovery pipeline. However, it is worth noting that, unlike in the other datasets (i.e.,
ImageNet and HAM1000), the relatively larger performance gap between our model and
the benchmarks may be attributed to the small sample size of the benchmark dataset,
which likely limits the model’s ability to learn more robust and discriminative concept
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representations. This limitation is potentially offset in other methods by the use of clinical
annotation, which may compensate for the lack of a large dataset.

In essence, our approach addresses a core issue of conventional concept bottleneck
models: the assumption that pre-trained deep neural networks inherently encode human-
defined textual concepts (e.g., clinical annotations). This assumption is often unverified
and can lead to incomplete or spurious mappings, undermining the faithfulness of the
model’s interpretability. In this sense, our framework embraces the idea of explaining
vision models through visual concepts—rather than imposing textual labels—which may
offer a more faithful and robust path to interpretability. This is especially important in
domains like medical imaging, where semantic alignment between visual evidence and
textual concepts is often not validated.

Overall, the effectiveness of our pipeline in visual concept discovery, along with the
considerable performance of our overall framework on both datasets, demonstrates that
visually grounded concept bottlenecks can offer a viable and interpretable alternative to
traditional supervised approaches. With that in mind, our method aims to encourage
research toward scalable and trustworthy explainable Al in healthcare, particularly in
settings where expert annotations are limited, costly, or inconsistent.

5.3.4 Faithfulness Analysis
Fidelity Test

To assess whether the identified concepts and localized patches are faithful to the model’s
decision-making process, we conduct a series of experiments using the fidelity metrics
discussed in Section 3.3, following the prior works [7, 25]. These metrics evaluate the
change in the model’s prediction confidence when the most important concepts or spatial
regions are either removed or added.

o Fidelity test on our model: Add concept first 0 Fidelity test on our model: Remove concept first
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Figure 5.5: Concept-level fidelity analysis of our framework. Left: Insertion curve. Right:
Deletion curve. Results are shown for the Derm7pt and PH? datasets. Shaded regions
around the curves indicate standard deviation.

For patch localization, we do not apply pixel-level perturbations. Instead, we skip
the contribution of specific patches during the graph pooling phase and observe how
this omission affects the final prediction derived from the graph representation. This
enables evaluation while remaining robust to perturbation bias [50]. A similar procedure
is used for concept nodes: we exclude the most influential concept node from the
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graph to observe its impact. Since our GAT model is permutation-invariant, with node
embeddings aggregated via averaging, these intervention is used to test the importance
of individual patches and concepts.

We first evaluate the faithfulness of our Concept-Graph model on the benchmark datasets
Derm7pt and PH?. Our results in Figures 5.5 and 5.6 show that removing the most impor-
tant concept or spatial patch leads to a noticeable decrease in predictive performance,
while adding them significantly improves accuracy. These findings suggest that both
localized patches and concept nodes play a meaningful role in model decisions.

Semantic aliment with baseline CNN

We further test faithfulness on a general-purpose dataset, ImageNet, to investigate whether
our model’s logic aligns with that of a standard CNN, using fidelity test. Specifically, we
analyse whether the important patch locations identified by our Concept-Graph model
also correspond to the regions deemed important by a baseline ResNet-50 model. To
do so, we perturb the input image to the ResNet model by replacing regions of image
identified as important by our model with the average of their surrounding pixels. We
observe that removing the top-ranked patches according to our model also reduces
the prediction confidence of the baseline CNN. Conversely, preserving or adding these
regions improves prediction. This analysis shows that our model focuses on similar
semantic regions as a standard CNN, thereby validating its faithfulness to conventional
predictive behaviour despite its inherently different structure.
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Figure 5.6: Patch-level fidelity analysis of our framework. Left: Insertion curve. Right:
Deletion curve. Results are shown for the Derm7pt and PH? datasets. Shaded regions
around the curves indicate standard deviation.

Further patch-localization evaluation

To quantify the spatial alignment between model explanations and clinically meaningful
lesion areas, we applied our localisation ratio metric R,, see Section 4.5. This metric
measures the proportion of top-ranked patches (as identified by our model) that fall
within the lesion region highlighted by segmentation masks. As shown in Table 5.7, we
observe a consistent trend across both datasets: the localisation ratio decreases as the
overlap threshold « increases. This reflects a natural trade-off, higher overlap demands
stricter spatial correspondence. Notably, both datasets exhibit similar alignment at all
threshold values, with the highest alignment at a = 0.10 reaching around 75-80%. Even
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at the threshold ratio o = 0.50, roughly half of the most influential patches still fall within
the segmentation region. These results support the spatial faithfulness of our model’s
patch-level importance, especially under moderate alignment criteria.

Dataset Ro1o  Roos  Roso

Derm7pt 0.7911 0.6728 0.4813
PH2 0.7432 0.6418 0.4722

Table 5.7: Localisation ratio R, across different overlap thresholds a € {0.10,0.25,0.50}
using patch size 70 and stride 0.5.

Overall, our observations indicate that the regions identified by our Concept-Graph
model align well with the semantically meaningful areas utilized by traditional CNNs.
Importantly, this is achieved while also providing structured, interpretable represen-
tations in the form of concept graphs, highlighting the faithfulness of our approach.
However, it is worth noting that our model exhibits higher variance across different
runs, suggesting minor stability issues. This variability likely stems from the concept
generation process, as reflected in the concept stability scores reported earlier.

Fidelity test on baseline CNN: Add patch first Fidelity test on baseline CNN: Remove patch first

e v Pomof\;:dded 2 w " v Pumunzrizmaved 2 4
Figure 5.7: Fidelity analysis for semantic alignment between our Concept-Graph model
and a baseline ResNet-50. The left image shows the result of removing the most im-
portant regions—identified by our model—from the input of the baseline CNN. The
right side shows the effect of adding those regions. The corresponding drop and rise
in prediction confidence, respectively, suggest that our model localizes semantically
meaningful regions similarly to the baseline CNN.

5.4 Qualitative Evaluation

In this section, we present visual examples to qualitatively demonstrate the interpretabil-
ity of our proposed concept-based framework. Our goal is to assess whether the explana-
tions are interpretable and whether they consistently behave as expected.

We first validate our approach visually using a subset of the ImageNet dataset. We then
demonstrate the application of our visually grounded explanations to medical image
datasets (Derm7pt and PH?). It is important to emphasize that our visual concepts are
generated entirely without contextual supervision, such as clinical annotations in medical
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datasets. Thus, our approach aims primarily at explaining model decisions from a purely
visual perspective, rather than relying on clinically informed concepts.

5.4.1 General-Purpose Dataset

We begin by demonstrating concept generation on a general-purpose dataset using two
semantically similar classes from ImageNet: Ambulance and Recreational Vehicle. Our goal
here is to briefly provide a clear illustration of how our visual explanations work before
moving to medical datasets, where visual concepts tend to be less easily discernible
compared to the highly recognizable features of general objects.

Concept 0 v
Concept 1 v
Concept 2 -
Concept 3 X
Concept 4 -
Concept 5 -
Concept 6 X

Figure 5.8: Top-5 representative samples per concept for the Ambulance and Recreational
Van classes of ImageNet dataset. The dominant class for each concept is determined
based on its discriminativity score. X indicates concepts predominantly associated with
Ambulance, v/ indicates concepts predominantly associated with Recreational Van, and
gray — indicates concepts evenly distributed across both classes. The average discrimina-
tivity value across discriminative concepts is approximately 0.80, meaning about 80% of
activations for each discriminative concept belong to its associated class.

First we asses the generation of concept generation. Here the number of concepts
was set to 7, based on the optimal disentanglement score defined in Section 4.4. As
shown in Figure 5.8, the learned concepts exhibit a range of visually coherent and class-
discriminative patterns. For instance, Concept 0 captures the characteristic side view of a
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recreational vehicle, often showing doors and windows. Concept 1 highlights outdoor
scenery such as greenery and trees, reflecting the typical context in which recreational
vehicles are found. Both concepts are predominantly associated with the Recreational
Vehicle class.

Concepts 2 and 4 contain more generic vehicle parts—such as hoods, bumpers, and
tires—and are more ambiguous in nature, appearing across both classes. Similarly, Con-
cept 5 depicts various equipment items (e.g., chairs, stretchers), which could plausibly be
linked to either Ambulance or Recreational Vehicle, representing a semantically overlapping
concept.

In contrast, the remaining concepts show strong alignment with the Ambulance class.
Concept 3 captures symbolic patterns such as red crosses and emergency markings,
which are visually characteristic of ambulances. Concept 6 focuses on the upper region
of emergency vehicles, including the siren and light bar areas.

These visual cues are further supported by the discriminativity component of disentan-
glement scores of each concept, which indicate the class each concept predominantly
originates from (see Figure 5.8). The analysis reveals that out of seven total concepts,
four are class-discriminative while the remaining three are more generic. The average
discriminativity value across the discriminative concepts is approximately 0.80, meaning
that around 80% of activations for each of these concepts are associated with a single
dominant class. These observations suggest that the generated concepts are generally
coherent and class-discriminative. Even the ambiguous concepts appear to group visu-
ally similar patterns in a meaningful way;, justifying the validity of visually grounded
concept representations.

Having established that our learned concepts are visually coherent and class-discriminative,
we now turn to a concrete example of how these concepts drive an individual prediction.
Figure 5.9 illustrates the full explanation pipeline, including the model’s prediction,
the most important image regions, the contribution of each concept, and representative
examples for those concepts.

Image with Highlighted Patches Top 5 Concept IDs

- ==

Concept: 3

Concept: 4

. . Sk kA

00 o1 02 03
Ground Truth: Amulance Importance Value
Predicted: Ambulance (100.0%)

o4 os

Figure 5.9: Concept-based explanation for an Ambulance image. Left: Input image with
bounding boxes marking the three most important patches for the prediction; each
bounding box is colour-coded according to the most active concept within that region.
Center: Normalized contribution scores of the top three concepts; Concepts 3, 4, and 6
contribute 0.39, 0.15, and 0.14, respectively. Right: Representative samples for Concepts
3 (red), 4 (purple), and 6 (pink); the order and framing colours correspond exactly to the
bars in the centre plot for concept importance. Below the visualization, we report the
ground-truth label and the model’s prediction with confidence.

From Figure 5.9, we observe that:
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* The top patches are centred on the ambulance’s distinctive symbols.

¢ Concept 3 (red) focuses on the emergency-symbol region (siren and cross markings)
and has the highest contribution (0.39), strongly signalling the Ambulance class.

¢ Concept 4 (purple) captures more generic vehicle parts (e.g., bumpers, wheels),
contributing 0.15.

* Concept 6 (pink) highlights the upper light (siren)-bar area, contributing 0.14.

This example demonstrates that our visually grounded explanations not only identify
the correct class but also provide an intuitive decomposition of the model’s decision
in terms of meaningful image regions and concepts. Overall, these qualitative results
show that our model not only achieves accurate predictions but does so while remaining
inherently interpretable, decomposing each decision into intuitive, visually grounded
concepts.

5.4.2 Skin Lesion Dataset

Having validated that our concept generation and explanation pipeline produces inter-
pretable and class-discriminative concepts on a general-purpose dataset, we now turn
to the primary focus of our work: medical image datasets. Specifically, we evaluate our
framework on PH? and Derm7pt, using the binary classification setting of Melanoma vs.
Nevus.

Our central goal is to provide model interpretability in the medical domain using only
visual modality, without relying on clinical annotations or expert-defined concepts.
While quantitative results already demonstrated that our framework can train inherently
interpretable models with good fidelity, here we qualitatively assess how well the learned
concepts align with visually meaningful patterns in medical images.

Concept Generation Evaluation

Interpreting concepts in medical imaging is inherently more challenging than in general-
purpose datasets, due to the subtler and more ambiguous nature of visual semantics.
Despite this, our framework aims to extract interpretable, class-discriminative concepts
that reflect clinically relevant visual cues. Based on the optimal disentanglement score, we
selected 10 and 11 concepts for PH? and Derm7pt, respectively. This selection helps find
a balance between semantic coherence and explanatory coverage, and also facilitates
identifying which concepts are strongly class-aligned versus generic or ambiguous. Here,
the higher optimal number of concepts selected for medical datasets (e.g., 10 for PH?
and 11 for Derm7pt) reflect the need to capture a broader range of fine-grained semantic
features in order to explain subtle distinctions in visual appearance. This aligns with the
clinical setting that skin lesions often exhibit nuanced, overlapping patterns that demand
more granular representations for meaningful interpretability.

Figure 5.10 shows the top-5 representative examples for each concept learned from the
PH? dataset. As indicated in Table 5.1, 8 out of the 10 concepts are class-discriminative,
with an average discriminativity value of approximately 75%, suggesting that a majority
of the concept activations are associated with a single dominant class.

A closer inspection reveals that the learned concepts align well with visually meaningful
cues commonly observed in clinical dermatology. Specifically, the concepts displayed in
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Concept 0 X
Concept 1 X
Concept 2 v
Concept 3 v
Concept 4 v
Concept 5 v
Concept 6 -
Concept 7 X
Concept 8 -
Concept 9 X

Figure 5.10: Top-5 representative samples per concept for the Melanoma and Nevus classes
of the PH2 dataset. The dominant class for each concept is determined based on its
disentanglement score. X indicates concepts predominantly associated with Melanoma,
v/ indicates concepts predominantly associated with Neviss, and gray — indicates con-
cepts evenly distributed across both classes. The average discriminativity value across
discriminative concepts is approximately 0.75, meaning about 75% of activations for each
discriminative concept belong to its associated class.

Figure 5.10 can be grouped based on their visual features and dominant class associations
as follows:
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1. Melanoma-associated concepts:

* Concept 0: Exhibits dark, irregular yellowish-brown pigmentation and a
granular texture, indicative of atypical pigmentation and possible structural
irregularities common in melanomas.

¢ Concept 1: Highlights bright-red, inflamed, or haemorrhagic regions, consis-
tent with bleeding or ulceration often found in melanomas.

¢ Concept 7: Captures dark crust-like textures or scabby areas, possibly re-
flecting necrotic or ulcerated surfaces characteristic of advanced melanoma
lesions.

* Concept 9: Represents dark brown or black pigmentation with irregular
shapes and sharply defined edges, suggestive of malignant melanoma.

2. Nevus-associated concepts:

* Concept 2: Shows uniformly smooth, pinkish areas, indicative of healthy,
benign skin texture and color distribution.

¢ Concept 3: Highlights yellowish honeycomb or reticular patterns, potentially
associated with benign keratin or sebaceous features.

¢ Concept 4: Clearly captures fine hair growth through pigmented areas, a fea-
ture frequently seen in benign nevi, as melanoma rarely permits hair growth.

* Concept 5: Depicts consistent, evenly pigmented brownish areas with smooth
texture and uniform appearance, typical of benign melanocytic lesions.

3. Ambiguous or generic concepts:

¢ Concept 6: [llustrates shadowed or darkened areas, common in both melanoma
(due to depth and irregular pigmentation) and nevus (due to benign pigment
clusters or curvature).

¢ Concept 8: Captures purplish-pink vascular or erythematous patterns that
can appear in either benign or malignant lesions, likely related to lesion
inflammation or vascularity.

These observations illustrate that, despite being unsupervised, our framework success-
fully uncovers coherent, visually interpretable patterns that align strongly with medically
relevant features.

Patch Localization and Concept Contribution

To further evaluate the interpretability of our framework, we examine the spatial localiza-
tion of the most influential image regions contributing to the model’s predictions. Unlike
segmentation-based approaches, our method does not rely on pixel-level supervision.
Instead, it infers importance based on the learned concept representations and their
activation strengths.

Figure 5.11 presents qualitative examples, where the top three most relevant patches
are highlighted per image using bounding boxes. These patches are selected based
on their contribution to the final prediction via concept activation. Moreover, in our
explanation pipeline each bounding box is colour-coded according to the most active
concept within that region—allowing us not only to localize influential image areas
but also to conceptually interpret what kind of visual pattern was detected there (see
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Image with Highlighted Patches

Ground Truth: Nevus
Predicted: Nevus (97.82%)

(a) Nevus sample from PH? dataset.

Image with Highlighted Patches

Image with Highlighted Patches

Ground Truth: Melanoma
Predicted: Melanoma (98.06%)

(b) Melanoma sample from PH? dataset.
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Predicted: Nevus (99.47%) Predicted: Melanoma (91.42%)

(c) Nevus sample from Derm7pt dataset. (d) Melanoma sample from Derm7pt dataset.

Figure 5.11: Patch-level localization for correctly classified samples from the PH? and
Derm7pt datasets. Each image is overlaid with bounding boxes highlighting the top
three most influential patches identified by the model. These regions correspond to
semantically meaningful areas of the lesion, demonstrating that the model focuses on
clinically relevant visual cues without spatial supervision.

Figure 5.12). This makes the patch localization inherently semantic: each region can
be associated with a specific concept (e.g., fine hair, keratin structures, or uniformly
pigmented skin), further enhancing the explainability of the prediction.

Figure 5.12 moreover illustrates how the model leverages concept-based reasoning to
correctly classify a Nevus sample. The highlighted patches are dominated by Concepts 4,
8, and 5, with contributions of 0.33, 0.12, and 0.10 respectively. These concepts correspond
to:

¢ Concept 4 (purple): Associated with Nevus, capturing fine hair and benign keratin
structures. It has the highest contribution, suggesting the model strongly relies on
benign skin texture for this prediction.

* Concept 5 (brown): Also aligned with Nevus, highlighting smooth, uniformly
pigmented skin. Its presence further reinforces a benign interpretation.

* Concept 8 (yellow): A more ambiguous concept appearing across both classes,
showing purple-pinkish texture. While it contributes modestly (0.12), its neutral
nature does not conflict with the overall Nevus prediction.

This result demonstrates that our model grounds its prediction in medically relevant
visual patterns, such as uniform pigmentation and benign surface features. The high
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Figure 5.12: Concept-based explanation for a correctly classified Nevus image from the
PH? dataset. Left: Input image with bounding boxes indicating the three most influential
patches. Center: Contribution scores for the top three concepts. Right: Representative
examples for Concepts 4 (purple), 8 (yellow), and 5 (brown). Bounding box colours
correspond to the dominant concept activating in each patch.

influence of class-aligned concepts and the spatial focus on semantically meaningful
patches highlight the interpretability and trustworthiness of the explanation pipeline.

Case Study with Full Explanations

In this section, we observe some of the correct and wrong predictions assess how our
model behaves in both scenarios. In addition to concept importance and spatial patch
localization, here we further mark the concept-level examples with class-discriminative
indicators. Specifically, each row of representative samples is prefixed with a v/, X, or -
symbol, denoting whether the corresponding concept is predominantly associated with
Nevus, Melanoma, or is semantically ambiguous.

These additional markers provide helpful cues for interpretation, particularly in medical
datasets where visual differences between classes are often subtle and difficult to discern.
It is worth noting, however, that a concept being predominantly associated with one
class does not imply complete disentanglement. Due to the additive nature of NMF,
some degree of overlap or semantic mixing may still occur, especially in features shared
across lesion types.

Image with Highlighted Patches Top 5 Concept IDs
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Predicted: Nevus (99.13%)

Figure 5.13: Concept-based explanation for a correctly classified Nevus image from the
Derm7pt dataset. Bounding boxes indicate top contributing patches, colored by the most
influential concept in each region.
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Figure 5.14: Concept-based explanation for a misclassified Nevus image from the PH?
dataset, predicted as Melanoma.
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Figure 5.15: Concept-based explanation for a misclassified Melanoma image from the PH?

dataset, predicted as Nevus.
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Figure 5.16: Correctly predicted Melanoma case from Derm7pt dataset using high-scoring,

mixed-relevance concepts.

Case 1 (Figure 5.13): The model correctly classifies the Nevus image with high con-

fidence. The top contributing concept is Concept 8 (v') by 0.76, which captures dark,

sharp-edged borders that often occur in benign uniform patterns. This concept is clearly
dominant both in terms of contribution value and patch activation. Concepts 10 (v) and
5 (X) are minimally activated by less than 0.05. While Concept 5 is misaligned, its low
influence renders it harmless in term of negative influence to the prediction. Overall, this
is a consistent example of faithful prediction supported by class-aligned semantics.
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Image with Highlighted Patches Top 5 Concept IDs

Figure 5.17: Correctly classified Melanoma image from PH?, supported by well-aligned
class-specific concepts.

Case 2 (Figure 5.14): This Nevus sample is misclassified as Melanoma, with strong
activation of Concept 9 (X) and Concept 7 (X). Both are strongly associated with Melanoma,
which explains the model’s mistake. The top patches correspond to irregular texture and
ulcerated regions, which indeed resemble malignancy. While the prediction is incorrect,
the model’s reasoning is not arbitrary — it reveals a known challenge in dermoscopy
where some benign lesions present malignancy-like features, such as dark brown and
crust-like textures.

Case 3 (Figure 5.15): In this example, the model fails to recognize a true Melanoma,
predicting it instead as Nevus. Most important concepts, namely Concept 6 and Concept
8 are ambiguous (-), and Concept 5 (v') contributes the most aligned benign signal. The
highlighted patches are distributed over smooth and low-contrast areas, missing critical
malignancy indicators. This suggests that the model may struggle when malignant signs
are subtle.

Case 4 (Figure 5.16): The model correctly classifies this image as Melanoma, although
the explanation reveals weekly mixed semantic clues. The dominant contributor is
Concept 7 (X) by 0.75, which is appropriately associated with malignant structures and
supports the prediction. Concept 8 (v) is typically observed in benign cases but shares
some visual similarity to edge features found in malignancies. However, its contribution
is minimal (0.04), suggesting it does not significantly influence the model’s decision.
This case illustrates how the model can produce a correct prediction despite partially
relying on weakly relevant or semantically ambiguous features — a potential instance of
compensatory reasoning across concepts.

Case 5 (Figure 5.17): This is a clear and well-aligned Melanoma prediction. The top
activated concept is Concept 7 (v), with additional support from Concept 8 (v') and 6
(-). The highlighted patches correspond well to pigment irregularities and asymmetric
structures typical in malignancy, indicating that the model attends to clinically relevant
areas and leverages strong concept cues for explanation.

These qualitative examples illustrate both the strengths and limitations of our concept-
based interpretability framework. When semantic signals are strong and well-aligned
with class-specific concepts, the model produces confident and correctly justified predic-
tions. In such cases, explanations are intuitive and the most influential patches clearly
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correspond to clinically meaningful features. However, when features are subtle, shared
across classes, or semantically ambiguous, the model can misattribute relevance—either
making incorrect predictions or relying on weak or misleading cues. These cases un-
derscore the importance of robust and disentangled concept learning, particularly in
domains like medical imaging where visual differences are often nuanced.

5.5 Limitations
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(a) Nevus sample from PH? dataset. (b) Nevus sample from PH? dataset.
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(c) Nevus sample from Derm7pt dataset. (d) Nevus sample from Derm7pt dataset.

Figure 5.18: Patch-level localization examples where the model focuses on surrounding
skin regions or unrelated visual artifacts instead of diagnostically relevant lesion areas.
These cases highlight occasional misattribution of importance, potentially due to low-
level visual biases.

We begin this section by examining common failure cases to better understand the lim-
itations of the explanations generated by our model. In several instances, we observe
that the model, despite arriving at the correct prediction, relies on irrelevant or weakly
informative concepts. The top contributing concepts in these cases are often misaligned
with the target lesion class, revealing possible vulnerabilities in the attribution pro-
cess—particularly in scenarios involving subtle or fine-grained semantic features (see
Figures 5.19 and 5.20). Additionally, as illustrated in Figure 5.18, the model sometimes
attends to surrounding skin regions or unrelated artifacts, rather than the diagnostically
relevant parts of the lesion, further highlighting the challenges of visual explanation in
medical imaging contexts. However, this challenge can also be attributed to the difficulty
of distinguishing certain visual cues in medical imaging, as many structures in the sur-
rounding region appear visually similar. Consequently, the neighborhood context may
substantially influence the classification decision [15].
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Figure 5.19: Failure case where the model makes a correct benign classification but the
dominant concept is not strongly aligned with the target class. Although the highlighted
patches focus on the lesion area, the top contributing concept (Concept 9, X) is generally
associated with malignant artifacts, sharing only superficial visual similarities with the
current lesion. This indicates the model’s difficulty in detecting fine-grained, semantically
accurate features, even when the overall prediction is correct.
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Figure 5.20: Failure case where the model correctly predicts benign class, but the expla-
nation reveals a certain degree of semantic inconsistency. While the top-ranked concept
(Concept 4, V) aligns well with the target class, a significant contribution also comes from
Concept 7 (X), which is typically associated with malignant features. This highlights
limitations in concept disentanglement and suggests that the model may be sensitive to
subtle, mixed visual cues.

These examples underscore the inherent challenges in generating reliable visual explana-
tions for medical images, particularly when dealing with fine-grained or overlapping
features. While our framework demonstrates promising classification performance on
skin lesion datasets, several limitations should be acknowledged:

¢ Sensitivity to Subtle Features: While the model can effectively leverage strong,
class-specific visual signals, it may fail to detect more subtle yet important cues for
its explanations. In some cases, these features are misinterpreted or confused with
visually similar patterns associated with the opposing class, potentially degrading
both predictive reliability and explanation quality. We observed cases where concepts
with only superficial similarity contributed to correct predictions, raising concerns about
robustness under fine-grained distinctions.

¢ Concept Drift Across Samples: Some concepts, particularly the ambiguous ones,
appear across both benign and malignant classes. Although they often have low
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contribution scores, their presence may indicate latent concept drift or class overlap,
which can impact both prediction stability and trustworthiness. In same cases, even
class-opposing concepts were attributed significant influence, reflecting limitations in
semantic disentanglement.

¢ Lack of Pixel-Level Supervision: Our method operates without pixel-wise or
region-level annotations, relying solely on weak supervision via image-level labels.
While this enables unsupervised concept discovery, it may result in coarse or
noisy localization, especially when lesions span large or heterogeneous regions.
We observed instances where the model focused on background or non-lesion regions,
suggesting noise in patch importance attribution.

* Loss of Semantic Coherence in Patch Pooling: Our patch-based concept modelling
relies on spatial decomposition of the input image into local regions. While this
enables patch-based analysis, it can also disrupt the semantic continuity of larger
structures, especially when meaningful patterns span across patch boundaries. As
a result, semantically coherent features may be fragmented during pooling, leading
to diluted or ambiguous concept representations.

* Suboptimal Representation: Small sample size, along with class imbalance, can
lead to weaker and less diverse concept generation. In other words, concept
basis generation methods (e.g., NMF) may fail to learn rich representations due to
limited information. Although data augmentation is often used to address such
issues, small visual perturbations may introduce noise that disrupts the matrix
decomposition process, ultimately degrading concept coherence. Therefore, the
perturbation choices during concept generation must be curated carefully. Overall, a
small sample size may lead to explanations that rely on less informative or even misleading
visual cues.

Despite the promising predictive performance and interpretability offered by our concept-
based approach, several limitations remain. Small sample sizes and class imbalance
hinder the diversity and granularity of the learned concept representations. Furthermore,
due to the additive nature of NMF, a concept being predominantly associated with a
class does not imply full disentanglement; overlapping or mixed semantics may still
emerge, especially for features shared across lesion types. Additionally, the spatial
patch breakdown used for localization can fragment semantically meaningful structures,
potentially reducing coherence in the extracted concepts.

Overall explanation produced by our pipeline exhibits a certain degree of instability
particularly when subtle semantic cues are involved. Our results show that the proposed
approach holds potential for enhancing transparency in medical imaging; however,
its current limitations must be addressed, and the generated explanations should be
rigorously validated before deployment in real-world clinical contexts.



Chapter 6
Conclusion

In this thesis, we began by providing a historical perspective on artificial intelligence
and explainable artificial intelligence [19], underscoring the critical importance of in-
terpretability, especially in high-stakes fields such as healthcare. We outlined the ne-
cessity of clear, trustworthy explanations, highlighting the limitations inherent in cur-
rent attribution-based explanation methods [1], and thereby motivating a shift toward
concept-based explainability. To provide a comprehensive foundation, we conducted
a detailed review of existing concept-based methods, illustrating their strengths and
shortcomings, particularly the dependency on textual or clinical annotations [57, 83].

Building upon this foundation, we introduced an inherently interpretable, visually
grounded concept-based explainability framework specifically designed for medical
image analysis. Our proposed approach bridges the gap between high-performing deep
learning models and clinical interpretability without relying on textual or clinical annota-
tions. Leveraging Non-negative Matrix Factorization, we developed an unsupervised
concept discovery method that extracts visually coherent and semantically meaningful
concepts directly from images. These concepts serve as foundational elements for struc-
tured, patch-based concept graphs, processed through Graph Attention Networks. By
combining patch-level pooling strategies and attention mechanisms, our framework fa-
cilitates fine-grained localization and relational reasoning of visual features, significantly
enhancing the model’s interpretability and transparency.

We thoroughly evaluated our framework across diverse datasets, including both general-
purpose (ImageNet) and medical imaging datasets (HAM10000, Derm7pt, PH?). Our
results demonstrated that our visually grounded approach achieves competitive clas-
sification performance relative to supervised concept-based methods, while providing
interpretable, concept-level explanations with high fidelity and precise localization.

Despite promising predictive performance, we identified several limitations, such as po-
tential loss of contextual information due to patch pooling strategies, concept drift across
samples, and challenges in effectively handling subtle visual features and overlapping
semantics. To address these issues, we propose the following promising directions for
future research:
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6.1 Future Work

Building on the foundation of our current framework, future research may explore
several key directions to enhance its effectiveness and applicability:

¢ Context-Aware Patch Pooling: When an image is divided into patches, critical
spatial context and global semantics may be lost, which can hinder interpretability.
Future work could explore hierarchical or spatially-aware pooling strategies that
preserve relationships between patches. In particular, spatial attention mecha-
nisms [116, 62] that consider neighbouring regions and their interactions may help
maintain contextual integrity and enhance explanation quality.

* Improved Concept Disentanglement: Exploring better concept generation tech-
niques and integrating supervised or semi-supervised learning approaches could
yield more robust and semantically distinct concept representations, thereby reduc-
ing concept drift and semantic overlap.

* Human-in-the-Loop Frameworks: Incorporating expert knowledge via interactive,
human-in-the-loop interfaces would significantly enhance the validation and re-
finement of discovered concepts [53, 6]. Such frameworks enable domain experts
to iteratively guide and improve the concept discovery process, ensuring greater
clinical relevance and interpretability.

¢ Interactive Explanation Tools: Developing user-friendly, interactive explanation
frameworks represents a valuable area of improvement. Although existing interac-
tive tools provide limited functionalities, enriched interfaces could facilitate active
exploration, improve contextual awareness, and deliver personalized insights [50].
By leveraging the additive, permutation-invariant nature of our concept represen-
tation, interactive exploration can be performed without introducing perturbation
bias, enabling dynamic, real-time manipulation of patch and concept-level infor-
mation. Richer interaction capabilities would further enhance interpretability and
transparency by supporting active exploration, contextual understanding, and
personalized explanations.

In conclusion, our research represents a promising step toward more transparent, trust-
worthy, and inherently interpretable models for medical imaging. By addressing the
identified limitations and embracing the suggested improvements, we aim to enhance
the clinical adoption and reliability of concept-based explainability methods, ultimately
fostering greater trust and efficacy in Al-driven healthcare solutions.
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Appendix A
Disclosure

During the preparation of this thesis, I used generative digital tools to improve the clarity
and academic quality of the written content. Specifically:

* ChatGPT (OpenAl, GPT-4, 2023 release) The tool was employed primarily for
rephrasing my own text, improving grammar, and enhancing clarity and flow. In
the sections Introduction, Related Work, and Technical Background, Al assistance
was mainly limited to language polishing; in the sections Methodology, Experi-
ments and Evaluation, and Conclusion, it was also used for summarising draft
content I had written. The same tool was also used to clean and refactor my code
to improve readability and reusability. The ideas and implementation of the code
is my own. After the clean-up, I carefully verified that the code was properly
refactored and that no unintended changes were introduced.

* DeepL Write (DeepL, Beta, 2023 release) was used to enhance grammar, sentence
structure, and overall style beyond basic spelling or grammar correction.

Overall, these tools were used as writing/clean-up assistants and did not contribute
to the generation of original research ideas, methodology, or results. I reviewed and
approved every Al-assisted change.
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